Preface
Welcome to the first workshop on Cross-media Information Access and Mining (CIAM
2009). The workshop is held at the IJCAI-09 International Joint Conference on Artificial
Intelligence at the Pasadena Conference Centre in California on July 13, 2009.
Artificial intelligence (AI) simulates intelligent tasks performed by humans. One
primordial task is the understanding and fusion of multiple inputs, for instance, when
seeing the world around us, listening to speech and other audio sounds, and reading texts.
Multimedia archives containing text, video, still images and audio (speech and other
sounds) are quickly gaining importance (e.g., on the World Wide Web or privately held
by broadcasting companies, publishing houses, libraries, museums, police and
intelligence services, courtrooms, hospitals, etc.). Systems that access or mine this
multimedia content should have the intellectual capability to relate the different
information sources to each other, and to align and integrate the content. Indeed, more
often than not the different modalities complement and disambiguate each other. Such
technologies will form the basis for multimedia and cross-media information retrieval
and mining.
This situation demands for solutions for cross-media processing and content recognition,
where some fundamental problems are emerging topics of interest in the research
community. First, content recognition in the visual, textual or audio medium is improved
by exploiting cross-modal co-occurrences, especially when many instances can reinforce
each other. Content recognized in one medium (e.g., text) can serve as weak annotation
for content to be learned in another medium (e.g., the visual medium). This allows, for
instance, a visual object recognition system to be trained for frequent objects without the
need for manually labeled training data. Similarly, the visual medium can assist in the
processing of textual sources. For instance, recognized visual actions might contribute to
the ontological classification of certain verbs used in language. Gestures can complement
speech as a visual reflection of the semantics of a discourse or conversation. And there
are many other examples. Content recognition also entails content linking across media,
where we deal with problems of cross-document co-referencing (or alignment) of, for
instance, entities (e.g., persons, objects, locations), of actions performed by entities, of
events, and of temporal and spatial forms of expression. Moreover, the initially identified
alignments might bootstrap additional cross-modal "translations".
The purpose of this workshop is to bring together researchers from computer vision,
sound processing, human language technology, computational linguistics, artificial
intelligence, machine learning, automated reasoning, information retrieval, cognitive
science and application communities. The workshop aims to bring fertilizing discussions
and ideas about that will foster new interdisciplinary research avenues in artificial
intelligence now and in the future. It encourages research into intelligent behavior and
unifying methodologies.
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The workshop provides a mixture of invited talks by well-known researchers in the field
and full paper oral presentations.
With regard to the invited talks, we welcome Raymond Mooney, Professor of Computer
Science at the University of Texas at Austin, who speaks about Using Perception to
Supervise Language Learning and Language to Supervise Perception. He explains how
one medium can serve as a weak supervision for learning patterns in the other medium
and how linguistic and visual cues contribute to semi-supervised learning of content
patterns of images and video. Till Quack, postdoctoral researcher at the BiWi Computer
Vision Laboratory of ETH Zurich and co-founder of kooaba presents Cross-Modal
Mining of Objects and Events from Community Photo Collections. He exploits visual,
textual and spatial information for geo-tagging photos in an unsupervised manner. Mark
Maybury, Executive Director of MITRE's Information Technology Division, reports
about Multimedia Information Extraction: A Roadmap and points to challenges discussed
at the 2008 AAAI Fall Symposium on Multimedia Information Extraction. They include
suitable cross-media knowledge representations, cross-document and cross-media coreferencing and disambiguation of visual, textual or audio mentions, scalability and the
many applications including multimedia question answering that can be designed. The
last keynote lecture of the day is by Kobus Barnard, associate professor of computing
science at the University of Arizona. He unravels Cross-modal Disambiguation, which
assists in extracting meaning from data by combining linguistic and visual information.
In addition we welcome four very interesting oral presentations of peer-reviewed papers
covering topics such as disambiguation of visual data, cross-media categorization and
cross-media concept search, and applications such as cyclon eye annotation, web-news
processing, automatic image annotation of LabelMe data, and exploration of television
programs.
This workshop would not be possible without the invited speakers, the authors and the
members of the program committee. We express our gratitude towards them. We are
especially grateful to our sponsors, The Interdisciplinary Institute for Broadband
Technology (IBBT), The International Joint Conferences on Artificial Intelligence
(IJCAI) and The Association for the Advancement of Artificial Intelligence (AAAI). We
would finally like to thank Koen Deschacht, the web master of CIAM 2009 and
safeguard of the submission system. Koen did an excellent job.

We hope you enjoy the workshop.
Vittorio Ferrari, ETH Zurich
Marie-Francine Moens, Katholieke Universiteit Leuven
Tinne Tuytelaars, Katholieke Universiteit Leuven
Luc Van Gool, ETH Zurich
The CIAM 2009 program chairs
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Shen Gao, Institute for Infocomm Research
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10.00 - 10.30

José Iria and João
Magalhães

Exploiting Cross-Media Correlations in the
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Using Perception to Supervise Language Learning and Language to Supervise
Perception
Raymond Mooney
Department of Computer Sciences
University of Texas at Austin
mooney@cs.utexas.edu
Abstract
Using Perception to Supervise Language Learning and Language to Supervise Perception less...
Learning to understand and generate language and
learning to interpret perceptual input are both difficult problems that usually require human-annotated
training data. Our current research focuses on
developing methods that can use perceptual data
to supervise language learning and linguistic data
to supervise the interpretion of images and video.
This talk will survey three of our recent projects:
1) Learning by example to linguistically describe
simulated robot soccer games, 2) Using co-training
with separate linguistic and visual views to perform
semi-supervised classification of captioned images
and videos. and 3) Using closed-captions to train
activity recognizers that improve video retrieval.

Biography
Raymond J. Mooney is a Professor in the Department of
Computer Sciences at the University of Texas at Austin. He
received his Ph.D. in 1988 from the University of Illinois at
Urbana/Champaign. He is an author of over 150 published
research papers, primarily in the areas of machine learning
and natural language processing. He is the current President
of the International Machine Learning Society, was program
co-chair for the 2006 AAAI Conference on Artificial Intelligence, general chair of the 2005 Human Language Technology Conference and Conference on Empirical Methods in
Natural Language Processing, and co-chair of the 1990 International Conference on Machine Learning. He is a Fellow
of the American Association for Artificial Intelligence and recipient of best paper awards from the National Conference on
Artificial Intelligence, the SIGKDD International Conference
on Knowledge Discovery and Data Mining, the International
Conference on Machine Learning, and the Annual Meeting
of the Association for Computational Linguistics. His recent
research has focused on learning for natural-language processing, text mining for bioinformatics, statistical relational
learning, and transfer learning.
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Exploiting Cross-Media Correlations
in the Categorization of Multimedia Web Documents
João Magalhães
Department of Computer Science
Instituto Superior de Engenharia de Lisboa
jmag@deetc.isel.ipl.pt

José Iria
Department of Computer Science
The University of Sheffield
j.iria@dcs.shef.ac.uk
Abstract
Valuable features characterizing a document’s
content can often be found in the structure, the
layout and the relationships between the different
media comprising the document. In this paper, we
present a novel approach to exploiting cross-media
correlations from multimedia documents, and
validate it in the context of a classification task
over multimedia web news documents. The
experimental results empirically show that, by
preserving not just text and images but also the
cross-media correlations between text elements and
images, we can improve accuracy with respect to
traditional approaches that ignore cross-media
correlations. An advantage of our approach is that
it makes almost no assumptions about the way
multimedia content is modeled, and is thus widely
applicable.
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Introduction

The nature and complexity of modern multimedia
documents presents both challenges and opportunities for
automated processing. Contrary to plain text, multimedia
documents typically carry a mixture of text, images, tables
and metadata about the content (e.g., style information).
Valuable features characterizing the document content can
often be found in the structure, the layout and the
relationships between the different media comprising the
document. However, mining systems tend to simply strip
documents down to their core single-medium formats, e.g.
treating the document as a set or sequence of words plus a
separate set or sequence of images, throwing away valuable
cross-media features that would otherwise be valuable to the
mining algorithm [Maderlechner and Suda, 1998; Breuel,
2003]. In fact, these traditional simplifying assumptions
about document content pre-processing are not adequate for
more demanding real-world applications such as
information retrieval from patient diagnostic reports
[Ebadollahi et al., 2006; Zhou et al., 2008] or jet-engine
maintenance reports [Dadzie et al., 2008].
Instead of treating each medium separately, we would
like to exploit correlations across the media elements.
However, this is problematic for two main reasons. First,
modern multimedia repositories consist of collections of
content modeled in a variety of ways, since several

document formats (e.g., HTML, Microsoft Office's,
OpenDocument, PDF) have become ubiquitous. This
complicates the development of multimedia analysis
methods due to the lack of an integrated view, across
document formats, of the several media elements in the
corpus. More importantly, to exploit cross-media
correlations there is also the problem of how to determine
the relationship between those media objects. For example,
typically in news articles one or more images are presented
that illustrate the news story, and features such as their
caption or their disposition with respect to the text flow are
not random, but rather choices made by the editor according
to conventions defined by professional and/or web
communities, whether explicitly or implicitly.
In this paper, we present a novel approach to exploiting
cross-media correlations from multimedia documents with
the goal of improving mining systems’ accuracy in
classifying multimedia documents. Our approach only
makes weak assumptions about the way multimedia content
is expected to be modeled. Our hypothesis is that such
minimal set of assumptions suffices to improve multimedia
document classification. To test our hypothesis, we conduct
a document classification experiment over a large collection
of news stories collected from the Web, and empirically
show an increase in accuracy when comparing our approach
against approaches that do not exploit cross-media
correlations.
To support our method, we have developed a framework
that processes the content in a series of steps, as follows:
• Document-graph representation: format-specific
parsers convert a multimedia document into a
canonical document-graph representation, designed to
ensure that any type of data is sufficiently represented
for the purposes of running the inference algorithms
over the representation induced by the corpus.
• Computation of cross-media correlations: a simple,
yet informative, structural analysis algorithm to detect
correlations between the different media elements.
• Inference: given a set of training document-graphs, a
model is estimated for each category. The learned
model may then be used on new documents to infer
their category.
In our view, the main contributions of the proposed
approach are fourfold. Firstly, we present a novel method
for detecting cross-media associations and quantifying the
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level of image and text elements’ correlation in the context
of multimedia document classification. Secondly, we
propose a set of minimal assumptions about the way
multimedia documents are modeled, resulting in a canonical
document representation graph that integrates data coming
from heterogeneous formats and media, and accommodates
enough information to allow inference algorithms to exploit
the cross-media correlations. Thirdly, experimental results
show that our cross-media approach yields significant
improvement over the best results obtained by the
corresponding
single-medium
tasks.
Finally,
for
repeatability, software1 and test data are fully available.
The rest of the paper is organized as follows: in the next
section we detail the proposed document-graph
representation of multimedia documents; then we describe
how cross-media correlations are computed; in section 4 the
inference algorithm used for categorization is discussed,
while section 5 presents and discusses the results of
evaluating the approach; in section 6 we contrast our
approach against related work; and finally we conclude with
an outline of future work.

2

Document Graph

The document-graph represents a multimedia document
using text nodes, image nodes and cross-media edges.
Formally, each document is defined as

dn = {Tn , I n , Xn } ,

(1)

where its elements are:
(non-nested) text
• a set Tn = !"#Tn,1,...,Tn,M $%& of
data nodes, where each node contains a meaningful
text block and the corresponding feature vectors
derived from its content;
• a set I n = !"# In,1,...,I n,N $%& of
image data nodes,
where each node contains an image and the
corresponding feature vectors derived from its visual
characteristics; and
• a function Xn : I !T " R of
cross-media edges,
where each edge quantifies the relation between a text
node and an image node. They contain a correlation
value that expresses the likelihood that both referred
nodes concern the same information.
This data representation model captures the essential
information to perform cross-media classification and is
independent of the way multimedia documents are modeled
when stored in their original formats.

2.1 Multimedia Document Processing
The first step in the creation of the document-graph consists
in parsing the documents. Although we have developed
parsers for several formats, namely OpenDocument, PDF
and HTML, here we discuss processing of the latter format

only, noting that, for our purposes, the principles are
identical regardless of format.
We use a set of heuristics to perform web content
cleaning [Li and Ezeife, 2006][Hofmann and Weerkamp,
2007], that is, to filter out irrelevant content from the web
pages, e.g., advertisements and navigational links in Web
pages. The extraction of the “relevant corpus” starts by
converting the document from HTML into a well-formed
XHTML. The following rules strip the document of
unwanted content:
• Main body identification: The pre-processor parses
the XML tree to locate the tree branch containing the
main body of the content. This involves handcrafting
simple corpus-specific patterns over the XML tree.
• Noisy-structures removal: Content such as videos,
comments, navigational links, adverts, and so on,
remaining in the main body section, is removed, again
using corpus-specific patterns.
• Noisy-images removal: Some images in the corpus
are too small to be processed or are just stylistic
images (e.g., an icon). Images with less than 200 pixels
are ignored and images with a URL pointing to a
specific location (e.g., location where all formatting
images are stored) are ignored as well.
This process generates a clean XHTML document that
serves as the basis for the creation of the document-graph.
Once the clean document is obtained, a second pass is done
to extract text and image nodes, as will be detailed in the
next sections.

2.2 Text Nodes
Text nodes are generated by (1) analysing the layout
structure of the document and (2) parsing the textual content
to extract sentences and (3) processing text data with
standard text processing techniques. The details follow:
• Formatting-based analysis. Style and layout
information define the structure of a document. In the
case of XHTML, we use standard formatting tags to
guide the extraction of the news text, section titles
(tags <h1>, <h2> and <title>), alternative text for an
image (<img alt-text=”…”>) and image captions (via
corpus-specific patterns). This creates the text nodes
for titles, captions and “alt-text”.
• Text body analysis. Textual cues like punctuation
provide further information to segment the text. This
step creates text nodes corresponding to sentences in
the document, keeping the information about their
sequence (in the form of next-sentence edges).
• Text processing. Standard text processing techniques
[Yang, 1997] are applied: stop words and infrequent
words are removed from the text corpus, to avoid overfitting. After this, we apply the Porter stemmer to
reduce words to their morphological root – the socalled “terms”. The resulting text nodes contain a
histogram of the terms, i.e., the vector

Tn,s = !#" t1,...,tV $%& ,

1

Available at: http://runes.sourceforge.net, http://alephml.sourceforge.net, and http://t-rex.sourceforge.net.
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(2)

represents node
of document
, where each
component is the frequency of the corresponding term.

2.3 Images Nodes
For each <img> element, an image node is created in the
document-graph. Information about the image sequence is
kept in the form of next-image edges between image nodes,
and information about immediately adjacent text nodes in
the form of previous- and next-sentence edges (for XHTML
this is done via the analysis of the DOM tree).
The contents of the image node of the document
are
represented as the feature vector
HSV Gabor Tamura $
,I n,i ,I n,i
I n,i = !# I n,i
,
"
%&

(3)

where each component corresponds to the following visual
features:
• Color features: images are split into 9 equal tiles and
an HSV histogram per colour channel with 256 bins is
computed.
• Gabor texture features: are computed with a bank of
filters in 8 directions and 6 scales for the entire image.
We consider the mean and the variance of the output of
each filter.
• Tamura texture features: images are split into 9
equal tiles and the three Tamura texture features are
computed (contrast, directionality and coarseness).
For more details on the visual features please refer to
[Howarth and Rüger, 2004].

where
is the number of nodes between an
and a text node
(for simplicity, we
image node
dropped the index
corresponding to the document), and
is the maximum window size covering
the text nodes around the considered image node. In the
experiments reported in section 5, we set the window length
to be equal to the document size, thereby computing the
correlation between all sentences in the document and the
given image.

3.2 Text-based Correlations
Cross-reference information is another way of establishing
the relation between a sentence and an image. They
complement layout-based correlations, capturing those
sentences that refer to an image not placed nearby (in terms
of the document layout). To detect these associations,
techniques for measuring text similarity can determine the
level of relatedness between a sentence
and an image I i
through its text caption
and its alternative text
(for
corresponding to the
simplicity, we dropped the index
document).
Formally, the correlation between a sentence and an
image is measured as the cosine distance between the
sentence
and the image’s associated text
, given by
.

(5)

2.4 Cross-Media Edges

3.3 Total Correlation

Cross-media edges store the likelihood that images and text
nodes in the graph concern the same information. The next
section describes the method employed to compute it.

By merging the two methods above for detecting crossmedia associations between an image node
and a text
, we are able to quantify the degree of correlation
node
between elements in the two media. Formally, the weight of
a cross-media edge in the document-graph is given by the
average of the two quantities defined above:

3

Cross-Media Correlations

When a message or idea is conveyed through the different
media in a multimedia document, each text paragraph and
image offers support to different parts or aspects of the
message. Because a full text typically expresses several
ideas, the problem resides in trying to understand which
media elements refer to the same information. In this work,
we propose a method to do this in an unsupervised way and
making very general assumptions about the document
model, namely: that it is possible to obtain the sequence of
text and images, and that images may have associated text
like captions.

!i,s = X(I i ,Ts ) =

The sequence information in the document graph provides
proximity information that can be used to infer layout-based
cross-media associations. This is achieved by imposing a
window over the text nodes centered on a given image node.
Formally, the layout distance between an image
and a
text block
is defined as
,

(4)

2

.

(6)

4 Multimedia Document Categorization
Our aim is now to infer the category of a given multimedia
document
given the cross-media document-graph. To
complete this task we follow a probabilistic approach, i.e.,

p ( wl | dn = {Tn , I n , Xn } , !l ) ,
where
category

3.1 Layout-based Correlations

fL ( I i ,Ts ) + fT (Ti ,Ts )

(7)

corresponds to the model of the document
from the set
(8)

of

categories. In this setting, we define a collection
,

(9)

multimedia documents, split into a training set in
of
order to learn the category models, and a test set for
evaluation. To simplify the exposition, we shall assume
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multimedia documents have only one image and extend the
treatment to the general case a posteriori. In this
probabilistic setting, a document
is equivalent to the
vector
(10)
I n,1 &(
d fn = #%
" !1,s !Tn,s
%$ s =1,...,M
('
nodes),
which includes all text content (the sum over all
an image feature vector, and the cross-media correlation
!1,s which weighs sentences according to their relevance to
image
. The probabilistic framework of equation (7)
was formally implemented as

log

(

p wl | d fn

(

p wl |

d fn

) = log p ( wl ) +

)

( )

p wl

! p (d fn,i ) !l,i

(11)

i

where
indicates the non-presence of the category
,
is the
dimension of the document vector
, and
is the
dimension of the category linear model.
Furthermore, the model of a category is computed as
E !#" d f ,i | wl $&%
.
(12)
E !# d f ,i | wl $&
"
%
The interpretation of this equation is straightforward: the
dimension
is close to zero if the
dimension of
is
irrelevant for the category, positive if it is frequent, and
negative if it is rare. This way, when evaluating unseen
samples each dimension will have a low or high
contribution to the detection of the category.
Finally, to recover the more general case where
documents have more than one image, we simply average
for each image in the
the output of
document.
!l,i = log
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Experiments

To evaluate our framework, we conducted a categorization
experiment on BBC Web news articles that were obtained
via a RSS feed. Results were assessed in a retrieval
scenario.
The experiment uses BBC Web news articles that were
obtained between the 2nd of May 2008 and the 4th of June
2008. The category of each news article is obtained via the
news category assigned by BBC journalists. On the BBC
website, news URLs are organised according to category,
thus, it is possible to extract the category from the article’s
URL. There are a total of 44 categories. A complete list of
the categories can be obtained by downloading the dataset2.
We collected a total of 6,727 news articles and randomly
split them into 10 random sets of 4,485 training documents
and 2,242 test documents for cross-validation. Each news
article belongs to just one category and most articles have at
least one image. It is worth noting that this dataset is
different from other news datasets such as Reuters-21578.
The latter contains plain text documents only, while the
2

BBC Web news dataset used here consists of multimedia
documents with images and structure.
Documents are first transformed into the document-graph
and their cross-media correlations are computed according
to equation (6). Category models are learned from the
training documents vectors, equation (10), and computed
according to equation (12). Once the system is trained, we
followed traditional document retrieval by category
evaluation: for each category we ranked the test documents
according to equation (11) and evaluated the rank with
precision-recall curves, average precision, precision after 10
retrieved documents and precision after 30 retrieved
documents. The means across all queries are computed from
the results per query: mean average precision, mean
precision at 10 and mean precision at 30. This procedure
was repeated for (i) only text data, (ii) only image data, (iii)
a simple concatenation of text and image features
(multimedia), and (iv) text, image and cross-media
correlation features.
Table 1 presents the results comparing multimedia
retrieval by category in the four settings. Taking into
account the cross-media correlations yields better results
with respect to the other configurations, for all the three
measures considered. Figure 1 presents the same results in a
bar chart for better comparison.
Table 1. Retrieval results for the individual media,
multimedia and cross-media configurations.
MP@10
MP@30
MAP
Images
7.27 %
5.70 %
4.68 %
Text
70.90 %
51.07 %
61.66 %
Multimedia
70.23%
51.22%
61.68%
Cross-Media
73.18 %
52.02 %
62.30 %

Not surprisingly, image results are always much lower
than the other settings. This observation is justified by the
fact that some categories cannot be actually discriminated
from just images. For example, there is virtually little
difference among the pictures of the categories “/England"
“/England/London”, ”/Scotland”, “/Northern_Ireland”,
”/England/Manchester”, and ”/Wales”. Thus, images only
contain information to discriminate between categories like
“/sports” and “/uk_politics”, i.e., broader categories.
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Figure 1. Retrieval results for the individual media,
multimedia and cross-media configurations.

http://www.dcs.shef.ac.uk/~jiria/datasets
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Another interesting observation is that the simple
concatenation of text and image features generally does not
perform much better than text alone, and can actually result
in lower precision, as is the case with measuring precision at
ten. This does not happen with the proposed cross-media
correlations method, which can be interpreted as a featureweighing scheme that boosts the importance of text related
to the image for learning the models.
The precision-recall graph on Figure 2 provides another
view on how the cross-media approach performs. It is
interesting to see that cross-media is much better at the
beginning of the rank (recall < 10%), which is where most
users look at. Also, at the mid-range of the rank, it can be
seen that cross-media is better than just text and the
concatenation of text and images. Moreover, it is very
encouraging to see how image data contribute to the crossmedia results, despite the fact that image-only results are so
low when compared to the other results. We believe that this
strengthens our hypothesis and gives evidence that crossmedia correlation is an important aspect of multimedia
documents.
$"

!#+"

!#)"

!#'"

!#%"

!"
!"

!#%"

!#'"
A5:/60"
789::;,3456"

!#)"

!#+"

$"

<3=>"
,/0123456"

Figure 2. Precision-recall graphs for the individual media,
multimedia and cross-media configurations.
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Related Work

Several approaches to extract structural information from
PDF, HTML and other structured multimedia document
types can be found in the literature, see [Laender et al.,
2002] for an overview. The approaches by [Arasu and
Garcia-Molina, 2003], [Crescenzi et al., 2001] and
[Rosenfeld et al., 2002] are based on templates that
characterize each part of the document. These templates are
either extracted manually or semi-automatically. Rosenfeld
et al. devised a learning algorithm to extract information
(author, title, date, etc.) that relies on a general procedure
for structural extraction. Their proposed technique enables
the automatic extraction of entities from the document based
on their visual characteristics and relative position in the
document layout. They ignore text content and only use

features such as fonts, physical positioning and other
graphical characteristics to provide additional context to the
information. Like the latter, our approach is based on a set
of heuristics that extracts and preserves all structure
information. But, in contrast to these approaches, we
implement an additional cross-media analysis step aimed at
discovering associations between images and paragraphs in
the text.
Another problem that we tackle in this paper is how to
build a single classifier from the low-level features
originating from the different single-medium elements of
the multimedia document. Previous approaches use cotraining [Blum and Mitchell, 1998] or ensemble algorithms
[Joshi et al., 2007] that train different classifiers on singlemedium feature vectors and combine the classifiers through
a voting scheme to produce a single classifier with better
accuracy. More recent approaches concatenate the singlemedium feature vectors into a single cross-media vector, see
[Magalhães and Rüger, 2007]. Although we also
concatenate single-medium features into a single feature
vector, our approach differs from the previous ones because
we construct the cross-media feature vector by also taking
into account the confidence that a given text-image pair are
associated, in the form of weights affecting the text tokens
that participate in the identified relation.
The idea of using features from text and images has also
been applied to tasks other than classification. For example,
[Barnard and Forsyth, 2001] use a generative hierarchical
model for clustering image collections which integrates
semantic information provided by associated text and visual
information provided by image features. The data is
modeled as being generated by a fixed hierarchy of nodes,
with leafs of the hierarchy corresponding to clusters. The
work in [Cascia et al., 1998] combines textual and visual
statistics in a single index vector for content-based search of
a WWW image database. Textual statistics are captured in
vector form using latent semantic indexing (LSI) based on
text in the containing HTML document, while visual
statistics are captured in vector form using color and
orientation histograms. The authors show that the combined
approach allows improved performance in conducting
content-based search. In addition to text and image features,
our work makes use of cross-media correlations.
Other classification tasks related to our work include
classifying images with the help of text. For example, [Feng
and Lapata] develop an image annotation model on a dataset
of pictures naturally embedded into news articles and show
that using captions as a proxy for annotation keywords can
remove the overhead of manual annotation, and also
demonstrate that the news article associated with the picture
can be used to boost image annotation performance. Our
task is the inverse, that is, we classify documents with the
help of images.

7 Conclusions and Future Work
We have presented a novel approach to exploiting crossmedia correlations from multimedia documents and
validated it in the context of a classification task over
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multimedia web news documents. The experimental results
empirically show that, by preserving not just text and
images but also the cross-media correlations between text
elements and images, the approach is able to improve the
system performance, when compared against traditional
approaches that ignore cross-media correlations. An
advantage of our approach is that it makes almost no
assumptions about the way multimedia content is modeled,
and is thus widely applicable.
The presented results lead us to other research questions
that need to be further investigated and studied. We plan to
improve the cross-media correlations by embedding more
complex text processing techniques such as named entities,
entities’ relations, and additional features. We will also
study in more detail how the contribution of features
coming from the different media is affected by the amount
of training data available. Finally, we intend to develop an
inference algorithm that explicitly considers more than one
image, and the relations between the images.
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Abstract
We describe an approach for mining images of objects (such as landmark buildings) from community photo collections in an unsupervised fashion.
Our approach relies on retrieving geotagged photos from those web-sites using a grid of geospatial tiles. The downloaded photos are clustered into
potentially interesting entities through a processing
pipeline of several modalities, including visual, textual and spatial proximity. The resulting clusters
are analyzed and are automatically classified into
objects and events. Using data mining techniques,
we then find text labels for these clusters, which are
used to again assign each cluster to a corresponding
Wikipedia article in a fully unsupervised manner. A
final verification step uses the contents (including
images) from the selected Wikipedia article to verify the cluster-article assignment. We demonstrate
this approach on several urban areas covering over
5 million photos.
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Abstract

hurricane), one characteristic of tracking data from the web
archive is non-continuity. For example, the best track information for any tropical cyclone contains the cyclone location
at every six-hour interval on the National Hurricane Center
web-site. Any in-between track has to be estimated by interpolation. In Figure 1, one observes that if one were to estimate cyclone eye from the best track information at a time
instance when a satellite data is available, the estimated location is obviously not the true cyclone eye location. On the
other hand, the raw satellite data files in the ftp servers do not
have any cyclone eye annotation or meta-data that identified
cyclones in the satellite data files.

Large amount of archived unannotated satellite data
is public available. The automated retrieval of
satellite data from these public domains based on
ad-hoc user request is extremely useful for scientists using the data for analysis and as evidence
to support their scientific hypothesis on weather
phenomenon. One efficient approach for such
data/information retrieval is to use the publicly
available weather information to identify the relevant satellite data. Moreover, by identifying the
weather event in the satellite data, one can fill in
the “information gap” in the text information.
In this paper, we describe an approach for crossmedia cyclone track summarization and cyclone
eye automated annotation using publicly available
satellite data and cyclone information on the World
Wide Web. Using a hurricane event as an example,
we show (i) automated cyclone eye annotation for
satellite data using spatio-temporal text information
about the hurricane, and (ii) hurricane track summarization from the multiple media sources. Finally, we discuss some open problems and future
work related to cross-media information retrieval
and mining for weather events with an emphasis on
tropical cyclone.

1

Figure 1: Estimated cyclone eye (White ◦) using NHC best
track is clearly not the center of the wind circulation in a
QuikSCAT wind field image. Dark blue ◦ is the cyclone eye
located using Algorithm 2 described in Section 5.3.

Introduction

An ad-hoc user query system with satellite data retrieval capability is extremely useful for scientists who use the satellite data as evidence to support their scientific hypothesis on
weather phenomenon. Such a system will require to access
and mine publicly available multimedia sources containing
text information on weather events (e.g. tropical cyclone1 ,
and tornado2 ) and satellite data on ftp servers (e.g. the wind
field data, sea surface temperatures3 , and precipitation data4 ).
The information from both media types (text and satellite data), however, is incomplete. For a tropical cyclone (or

The information from the two different media types can
complement each other. One effective approach to automatically annotate a tropical cyclone eye in satellite data is to utilize the archived cyclone best track information to estimate a
search region and then, to identify the cyclone eye from the
search region based on image processing and computer vision techniques. With these additional information about the
cyclone track, one can fill in the “gap” in the non-continuous
track information. Moreover, meta-data based on the satellite
data annotation can be used to improve the efficiency of the
satellite data retrieval system. Ad-hoc user query that outputs
the cyclone track summarization will have higher temporal

1

http://www.nhc.noaa.gov/
http://www.tornadohistoryproject.com/
3
ftp://podaac.jpl.nasa.gov
4
ftp://trmm.nasa.gov/
2
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ing object from and an airborne moving platform. [Agouris
and Stefanidis, 2003] proposed an efficient summarization
of spatio-temporal deformable (non-rigid) event (object) by
modeling the object movement and spatial extent using
spatio-temporal helixes. One observes, however, that previous research on either cyclone eye identification or event
detection did not include information from other modality to
improve the identification/detection accuracy.

resolution and contains additional information relevant to the
cyclone.
In this paper, we propose an approach for cyclone track
summarization and automated cyclone eye annotation which
consists of three main steps: (i) identify satellite data and the
region that includes the tropical cyclone, (ii) recognize and
estimate cyclone eye, and (iii) merge and integrate the tracking data from text sources and cyclone eye estimates from
satellite data.
Recently, [Ho and Talukder, 2008] proposed an automated
knowledge sharing methodology for cyclone tracking using
multiple satellite data sources without using any web archived
track data. For real-time tracking, the approach is reasonable.
However, for the purpose of information retrieval and mining
on historical data, their proposed approach is suboptimal as
the rich and accurate archived track information is not utilized
for event detection and recognition. With the additional track
information, many steps in their cyclone detection component
can be removed.
The outline of the paper is as follows. In Section 2, we
review some previous work on cyclone eye location and related cross-media annotation approaches. In Section 3, we
briefly review the different information and data sources that
are used in this paper. In Section 4, we briefly discuss our
approach. In Section 5, we describe the four main steps in
our approach in detail. In Section 6, we use Hurricane Ike
as an example to illustrate our approach. Finally, in Section
7, we describe future work related to cross-media information retrieval and mining for weather events, in particular, the
tropical cyclone events.

2

3

Information Sources

Two main type of data sources are used in this paper, namely
the archived text sources and the publicly available satellite
data sources.

3.1

Text Sources

NOAA National Hurricane Center Website
The National Hurricane Center web-site contains tropical cyclone reports which include comprehensive information on
tropical cyclones occurring in the North Atlantic Ocean and
the Eastern Pacific Ocean5 . In particular, it contains postanalysis six-hourly best track locations and intensities for
tropical cyclones from 1958 to current year.
NOAA Hurricane Research Division Website
The Hurricane Research Division (HRD) at the Atlantic
Oceanographic and Meteorological Laboratory (AOML) performs research to advance the understanding and prediction
of hurricanes based on a combination of computer models,
theories, and observations. In particular, HRD emphases on
the use of data obtained from aircraft field campaigns. NOAA
HRD data set web-site includes the aircraft cyclone eye fixes
data6 .
The hurricane track available from HRD is based on their
wind analysis approach assimilating and synthesizing disparate observations into a consistent wind field. The cyclone
eye is the center of the tropical cyclone from this wind field.
One notes that
1. Not all (North Atlantic) tropical cyclone tracks are available especially those out in the North Atlantic Ocean;
and
2. The track is not the same as NHC best track.

Background

The cyclone eye locations have been determined from
QuikSCAT wind field images “subjectively by observation”
[Halterman and Long, 2006] with a mean distance error of
33.3 km and 21.2 km from eye location to best-track estimation for images with 25 km and 2.5 km spatial resolution,
respectively. [Pao and Yeh, 2008] proposed a procedure consisting of standard image processing and morphology techniques to recognize and locate typhoon from JPEG-format infrared satellite images. [Wong et al., 2008] implemented a genetic algorithm approach to automatically locate tropical cyclone eye from the radar reflectivity data at 3 km Constant Altitude Plan Position Indicator (CAPPI) and the corresponding
Doppler velocity data. The approach is tested on sequences
of 3 km CAPPI radar reflectivity images, with a range of 256
km and a spatial resolution of a few hundred meters, captured every 6 minutes and their corresponding Doppler velocity. The mean errors range from 0.158 degree to 0.270
degree for three different cyclones near land. [Wong and Yip,
2005] proposed cyclone eye identification using motion field
analysis. Their other works include template matching using spiral equation r = aeθ cot α , where a and α are cyclone
domain specific constants, for flow patterns [Yip and Wong,
2006] and region of interest [Wong et al., 2004].
There are many related multimedia approaches for event
detection and summarizations. [Medioni et al., 2001] developed a system that detects and analyzes behavior of mov-

Naval Maritime Forecast Center/Joint Typhoon Warning
Center (NMFC/JTWC) Website
The Joint Typhoon Warning Center at the Naval Maritime
Forecast Center provides tropical cyclone best track information for the Southern Hemisphere, Northern Indian Ocean and
Western North Pacific Ocean from 1945-2008 7 .

3.2

Satellite Sources

QuikSCAT Wind Field Data Source
The QuikSCAT (Quick Scatterometer) satellite carries a specialized microwave radar that measures near ocean surface
wind speed and direction under all weather and cloud conditions [Lungu and et. al., 2006]. The satellite orbits the
5

http://www.nhc.noaa.gov/pastall.shtml
http://www.aoml.noaa.gov/hrd/data sub/hurr.html
7
http://metocph.nmci.navy.mil/jtwc/best tracks/
6
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Earth with a 1800 km wide measurement swath on the Earth
surface. It takes about 101 minutes to complete one full polar revolution. The scatterometer is able to provide measurements on a particular region twice per day.
There are 5 data products available to the public. In this
paper, we are interested in the Level 2B data which consists of
rows of ocean wind vectors in 25km and 12.5km wind vector
cells (WVC). A WVC is analogous to a pixel representing a
square of dimension 25km or 12.5km. A complete coverage
of the earth circumference requires 1624 25km WVCs and
3248 12.5km WVCs. The 1800 km swath width corresponds
to 72 25km WVCs or 144 12.5km WVCs. To alleviate the
problem of measurements outside the swath, the Level 2B
data contains addition 4 WVCs at 25km spatial resolution and
8 WVCs at 12.5km spatial resolution.
There are 25 fields in the data structure for the Level 2B
data. We are, however, only interested in the latitude, la ∈
[−90.00, 90.00], longitude, lo ∈ [0.00, 359.99], and the most
likely wind speed, ws ∈ [0.00, 50.00] and direction, wd ∈
[0.00, 359.00].

Figure 2: An Overview of the Proposed Cross-Media Approach for Cyclone Track Summarization and Automated
Satellite Image Annotation.
2. Search region estimation: Based on the retrieved track
information, search regions are estimated based on the
spatio-temporal information from the track information.
The search region estimate ensures better annotation accuracy due to a more focus search region and reduces
the computational cost with a smaller search region.
3. Satellite data retrieval and preprocessing: After satellite data is retrieved, search region estimates and the
temporal information from the satellite data files are
used to remove irrelevant satellite data files. The search
region estimates are then used for subseting the satellite
data. Ungridded data will be gridded.
4. Cyclone eye annotation. The cyclone eye annotation
algorithm is satellite data type dependent. Each satellite
data feature requires a different algorithm for eye location.
5. Spatio-temporal summarization. The cyclone track
summarization consists of merging and integrating
tracking information from the text archives and cyclone
eye annotation information from different satellite data
sources.

TRMM-adjusted Merged Precipitation Images
The Tropical Rainfall Measurement Mission (TRMM) satellite carries five remote sensing instruments onboard, namely:
Precipitation Radar (PR), TRMM Microwave Imager (TMI),
Visible Infrared Scanner (VIRS), Clouds and Earth Radiant Energy Sensor (CERES), and Lightning Imaging Sensor
(LIS). The main objective of the TRMM satellite is to monitor and study tropical rainfall. TRMM satellite orbits between
35 degrees north and 35 degrees south of the equator. It takes
measurements between 50 degrees north and 50 degrees south
of the equator.
In this paper, we use the TRMM-adjusted merged precipitation data (3B42 data). This data is produced using the
combined instrument rain calibration algorithm with an optimal combination of 2B31 data (vertical hydrometeor profiles using PR radar and TMI data), (Level) 2A-12 data (vertical hydrometeor profiles at each pixel from TMI data), SSMI
(Special Sensor Microwave/Imager), AMSR (Advanced Microwave Scanning Radiometer on board the Advanced Earth
Observing Satellite-II (ADEOS-II)) and AMSU (Advanced
Microwave Sounding Unit on NOAA geostationary satellites)
precipitation estimates. The 3B42 data quantifies global rainfall every 3 hours with each pixel representing a square region
of dimension 0.25 deg.

4

5

Methodology and Algorithms

In this paper, we focus on (i) search region estimation, (ii)
satellite data retrieval, (iii) cyclone eye annotation, and (iv)
the information integration from the different media sources.

Proposed Approach Overview

5.1

Search Region Estimation

Using the tracking information

In this section, we provide an overview of our proposed approach for cyclone track summarization and automated cyclone eye annotation for satellite images (see Figure 2). The
proposed cross-media approach consists of five components,
namely:

I = {(x1 , y1 , t1 ), · · · , (xi , yi , ti ), · · · , (xn , yn , tn )}

(1)

from the text archive where xi is the longitude, yi is the latitude, and ti is the coordinated universal time (UTC), we construct a search region R = [(xs − ǫ, ys − ǫ), (xs + ǫ, ys + ǫ)]
(which specifies the top right corner and the bottom left corner of the search region) for satellite data available at t∗ such
that
[(xi+1 , yi+1 ) − (xi , yi )]
(xs , ys ) = (xi , yi ) + t∗
(2)
(ti+1 − ti )

1. Track data retrieval: Based on user request, the track
information is retrieved from the United States National
Oceanic and Atmospheric Administration (NOAA) National Hurricane Center (NHC) and also the Hurricane
Research Division (HRD), if available.
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and
ǫ = max[abs(yi+1 − yi ), abs(xi+1 − xi )].

Input: Gridded subseted QuikSCAT Data with m pixels
from Algorithm 1.
Output: E, Vortex (Eye) Center
foreach Pixel i do
Compute the normal vector n̂i to the direction vector
dˆi ;
Calculate which 8-neighbors n̂i is pointing;
Update the neighbor count Nk of the pixel k n̂i is
pointing;
Update lk , list of neighbor pixels, pointing at k
end
M axN eighbor = max1≤k≤m Nk .
V C = {i | Ni > M axN eighbor − 1};
foreach j ∈ V C do
root ← j;
Count[j] = T reeSize(root, lroot )
end
E = arg maxj∈V C Count[j];
Algorithm 2: QuikSCAT Cyclone Eye Annotation Algorithm.

(3)

where abs(·) returns the absolute value and ti ≤ t∗ ≤ ti+1 .
The estimated search region is used in two ways:
1. To identify the satellite data that may contain the
weather event; and
2. To provide a focus region where an annotation algorithm
is applied.

5.2

Satellite Data Retrieval and Preprocessing

Data from different satellite sources are stored in different
public servers. One needs to retrieve the relevant data from
these distributed servers to a local system for preprocessing.
Satellite data files from various sources within the cyclone
track time interval [t1 , tn ] are downloaded into a local machine. If a file contains data within an estimated search region, it will be subseted and gridded, else it is deleted from
the temporary storage (see Algorithm 1).
After data retrieval, data preprocessing is done differently
for different satellite data. In this paper, the QuikSCAT data
files are subseted based on the search region estimates. Then,
nearest neighbor interpolation is used for image gridding on
the subseted region. For the TRMM-adjusted merged precipitation data, no gridding is necessary since it is gridded data.
One needs only to subset the region based on the search region estimate.

The cyclone eye annotation algorithm is shown in Algorithm 2. Intuitively, Algorithm 2 works as follows.
1. An arc (directed edge) is computed for each pixel based
on the normal vector of the wind direction at the pixel.
The arc points to one of the eight neighbors for each
pixel.
2. The likely eye locations are those that have many neighbors pointing at them. These pixels are in the V C set.
3. Compute the size of all the spanning trees using the pixels in V C as root nodes for spanning trees.
4. The root node that grows the largest spanning tree is the
cyclone eye.

Input: Cyclone track time interval, [t1 , tn ]
Output: S, a set of gridded subseted satellite data (from
various sources)
Download satellite data files from various sources with
timestamp between t1 and tn to a local machine;
foreach data file, f do
Compute Search Region estimate, R;
if f does not contain R;
then
Remove f from the local machine;
else
Subset f based on R;
if fs , the subseted data, is NOT gridded then
grid fs ;
end
end
end
Algorithm 1: Data Retrieval and Preprocessing.

5.3

TRMM Precipitation Data
Unlike previous work [Ho and Talukder, 2008] where the
search region for a current TRMM satellite image is based
on Kalman filter estimates which generates great uncertainty due to the large time interval (3 hours time interval
upperbound) from the previous satellite image, the subseted
TRMM precipitation data is more focus and accurate since
it is derived from the best track information. As a result, the
image segmentation and centroid computation (see Algorithm 3) for cyclone eye annotation have a higher accuracy.
Input: Subseted TRMM precipitation data, P , from
Algorithm 1.
Output: E, Vortex (Eye) Center
R = Segmentation(P );
E = Centroid(R);
Algorithm 3: TRMM Cyclone Eye Annotation Algorithm.

Cyclone Eye Annotation

QuikSCAT Wind Field
Unlike previous work [Ho and Talukder, 2008] which requires segmentation, classification, and tracking outputs for
cyclone detection, these steps are basically redundant when
the very likely region (search region estimate) that the cyclone exists is estimated from the archived tracking information. Again, one notes that this holds true only when one is
mining historical satellite data.

5.4

Information Merging and Integration

After the cyclone eyes information, IT and IQ , are located
from the TRMM and QuikSCAT satellite data respectively,
one merges IT and IQ , together with the archived best track
information and aircraft eye fixes information.

!"

During merging, if the time instance is identical, we choose
the one that has the highest confidence. The confidence level
for information from different sources using our approach
is shown in Table 1, from the highest (1) to the lowest (4).
One notes the archived text information has higher confidence
level than the satellite data as these text information are analyzed and compiled by experts and scientists. In this paper,
we assume the aircraft eye fixes have the highest confidence
as they are physically measured by flying an aircraft over the
hurricane even though scientists usually prefer the NHC best
track information as it contains complete information (i.e., all
tropical cyclone best tracks are available).
Confidence Level
1
2
3
4

are used to estimate a search region for each satellite image
for hurricane eye auto-annotation.

Data Sources
NOAA HRD aircraft eye fixes
NOAA NHC best track
QuikSCAT wind field
TRMM precipitation rate

Table 1: Confidence level for different data sources.

6

Example: Hurricane Ike 2008

Using Hurricane Ike that occurred in the North Atlantic
Ocean in 2008 as an example, we present some results for
1. satellite image auto-annotation of hurricane eye,
2. hurricane track summarization using our proposed
cross-media approach.
Figure 3 shows integrated track for Hurricane Ike based
on NHC best track, NOAA aircraft eye fixes, and satellite tracks derived from TRMM and QuikSCAT images using a Kalman filter-based tracking methodology in [Ho and
Talukder, 2008].

Figure 4: Eye location summarization for Hurricane Ike.
Eyes located in TRMM and QuikSCAT images using NHC
and NOAA information. Red ◦: NHC best track. Blue ◦:
NOAA aircraft eye fixes. Green triangle: Eye location in
TRMM image. Black square: Eye location in QuikSCAT image.
By comparing Figure 3 and Figure 4, we observe a much
smoother track summarization when the archived aircraft and
best track information is used to assist the automated annotation step. The high quality (confidence) track information
improves the annotation accuracy and results in a smoother
track summarization.

7

Figure 3: Eye location summarization for Hurricane Ike.
Eyes located in TRMM and QuikSCAT images without using NHC and NOAA information. Red ◦: NHC best track.
Blue ◦: NOAA aircraft eye fixes. Black ◦: Eye location in
TRMM image. Green ◦: Eye location in QuikSCAT satellite
image.
Figure 4 shows the hurricane track summarization based
on our proposed approach. The NHC archive best track information and NOAA Hurricane Division aircraft eye fixes

Discussions and Future Work

This paper does not attempt to propose any ground breaking
idea on cross-media mining and information access. However, it highlights the usefulness of cross-media information as a powerful tool to solve practical problems in the
Earth/climate science research. Our future work on utilizing
cross-media information include the following.
1. Feature learning via cross-media annotation
The TRMM satellite image is known to be weak indicator for cyclone as precipitation does not implied cyclone
[Ho and Talukder, 2008]. From Figure 3, one observes
that the capability to locate cyclone eyes using Algorithm 3 and Kalman filter-based tracking is very weak as
located cyclone eyes are further away from the NHC best
track. From Figure 5, one clearly sees from the TRMM
images that the centroid of the segmented region is not
the cyclone eye. Hence, Algorithm 3 needs to be improved.
Using the best track information available every six
hours, one can accurately annotate and segment the
TRMM satellite images at 0600, 1200, 1800, and 0000.
With this accurately annotated and segmented images,
one can gather a set of positive training examples which
can be used either for training or to select more discriminating features for learning.

!#

through Great Inagua Island (Bahamas), Havana (Cuba),
Port-au-Prince (Haiti), Key West (Florida, USA), and
Galveston (Texas, USA). Using these general location
information, one can retrieve and annotate images (that
have captions containing the location information) and
news report on the hurricane.
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Figure 5: TRMM satellite image of Hurricane Ike on Sep 3
0600 (Left) and 1200 (Right). White ◦ : Cyclone Eye Estimates using NHC best track. Red ◦: Eye location using
Algorithm 3 and Kalman filter-based tracking.
2. Improve cyclone eye estimation for satellite images
via cross-media spatio-temporal knowledge.
The archived cyclone text information provides prior
knowledge for cyclone eye annotation in the satellite
images. An open problem is how this prior knowledge
can be used to improve eye estimation when the cyclone
eye is not in the QuikSCAT swath image (see Figure 6
(Left)) or when it is near/on land in the QuikSCAT swath
image (see Figure 6 (Right)).

Figure 6: Typhoon Fengshen occurring in the Western Pacific
Ocean in 2008. (Left) Cyclone partially occluded with its eye
not in the swath image. (Right) The cyclone eye is near/on
land.
3. Scientific information (evidence) and data retrieval
from multiple satellite sources.
An ad-hoc user query system for satellite data retrieval
from multiple sources is useful for scientists to retrieve
satellite data and information to provide evidence to
support their scientific hypothesis on weather phenomenon. The proposed cross-media summarization and
automated annotated approach can be used to generate
meta-data for fast and efficient satellite data retrieval.
4. News and images retrieval based on spatio-temporal
weather event summarization.
Based on the spatio-temporal weather event summarization and information, one can retrieve related news
and images from the World Wide Web on particular instances of the weather event. For example, one uses
the event summarization to know that Hurricane Ike past
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Abstract

progress is the need for understanding complex
events. Collectively these capabilities will support the advancement of multimedia question answering, moving from today’s single, factual, isolated questions about single documents to tomorrow’s multi-document, scenario-based, contextual
question answering from unstructured, multilingual, and multimodal documents.

Significant advances have been made in information extraction from unstructured multilingual
text (see trec.nist.gov). However, increasingly
large collections of audio (e.g., iTunes), imagery
(e.g., Flickr), and video (e.g., YouTube) together
with rapid and widespread growth and innovation in new information services (e.g., blogging,
podcasting, media editing, social networking) is
driving the need not only for multimedia retrieval but also for information extraction from
and across heterogeneous media. A group of researchers and practitioners from the language processing, speech processing, image/video processing and spatial/temporal reasoning communities
created the roadmap shown below together with associated grand challenges during the 2008 AAAI
Fall Symposium on Multimedia Information Extraction. The roadmap consists of three lanes that
predict developments in this field over the next five
years together with resultant capabilities in knowledge aiding, presentation design, learning, and performance enhancement. The first lane, data, resources, and tools, shows how sources to be processed are transforming from structured single media (e.g., text, images) to large scale unstructured
data (e.g., multiple media, social media). Representations are advancing from named entities and
relations to events, emotions, intentions, and social structures requiring an underlying backplane
of a multimedia ontology. The second lane, evaluation, illustrates a focus on cross media entity
mention/disambiguation and co-reference to multimedia usage scenarios in the near term and perceptual/cognitive load in the midterm to the detection of style and behavior that occurs across multiple media and processing of large scale data (23 TB/day). The third lane, components and applications, progresses from media segmentation, feature extraction, and search in the short term to human activity recognition, media integration, and
sentiment analysis in the medium term, to bias
detection, cross media summarization, and user
awareness in the long term. One roadblock to
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Abstract

have no real semantics and as a consequence are prone to the
polysemy problem. This is one of the image annotation challenge pointed in [Alm et al., 2006]. Secondly, CBIA results
in a flat bag-of-keywords without semantic nor structural relations between the different keywords. At last, resulting annotations still have missing and irrelevant keywords.
In Section 2, we propose a brief state-of-the-art on image
annotation refinement and improvement. In this paper, we
propose an original approach combining a priori knowledge
(in our case, the WordNet lexical resource [Miller, 1995])
and visual knowledge to build sense-tagged keyword annotations. By visual knowledge, we mean both statistical information coming from word co-ocurrences in image collections
but also visual similarity between images. This approach is
based on the adaptation of a word sense disambiguation algorithm named SSI, initially dedicated to text. We detail it
in Section 3. At last, we propose a method to evaluate our
approach and we discuss our future work.

This paper deals with the semantic enrichment of
automatic annotations of images. Since it partially tackles the Semantic Gap Problem, semantic image annotation has received a large attention in the recent years. Nevertheless, the results
of existing image annotation approaches are still
not sufficient. We propose an original approach
combining a priori knowledge (in our case, the
WordNet lexical resource) and visual knowledge
to build sense-tagged keywords-based annotation.
First, a graph-based approach assigns a bag-ofkeywords to a query image. Then, we propose
to adapt a word sense disambiguation algorithm
named SSI (Structural Semantic Interconnections),
initially dedicated to text. We make two adaptations. First the grammar used in the SSI is modified
to reflect the preponderance of semantic relations in
image databases. Then, visual knowledge, including co-occurrence statistics in the visual domain
and visual cues, is integrated. At last, a method
to evaluate our approach is proposed.

2 Related Work
As illustrated in Figure 1, keyword annotations resulting from
classical CBIA systems have to be refined. The image annotation refinement and improvement problem has been tackled
in the literature with three main approaches:

1 Introduction

• Approaches using a priori knowledge (or semantic
knowledge), i.e. the semantic relatedness between keywords. They are commonly based on external lexical ressources or ontologies, such as Wordnet. In
[Khan, 2006; Jin et al., 2005], a combination of semantic similarity measures is used to remove noisy keywords and a boosting method is used to add missing keywords. More recently, [Saenko and Darrell, 2008] have
proposed an approach to address the visual polysemy
problem, i.e. the fact that a word has several dictionnary senses that are visually distinct, by using the text
surrounding images and Wordnet. They use the Latent
Dirichlet Allocation, or LDA, to extract hidden topics
from text. Then, they build classifiers dedicated to a specific sense using web image search.

The development of the Web and the democratisation of
information technologies have generated an explosion of
digital images, requiring new effective methods to manage
them. As Text-Based Image Retrieval and Content-Based
Image Retrieval have shown their limits, Content-Based
Image Annotation (CBIA), has been widely studied in
the litterature [Li and Wang, 2003; Cusano et al., 2003;
Duygulu et al., 2002;
Blei and Jordan, 2003;
Lavrenko et al., 2003; Jeon et al., 2003].
It consists in
the automatic association of a set of semantic keywords,
which depict their content, to images. A good classification of these different approaches can be found in
[Wang et al., 2007]. CBIA partially answers to the Semantic
Gap Problem defined by [Smeulders et al., 2000] as the lack
of coincidence between the information that one can extract
from the visual data and the interpretation that the same data
have for a user in a given situation.
However, the results of existing image annotation approaches are still not sufficient. First, resulting keywords

• Approaches using visual knowlege. Two kinds of visual knowledge can be used : the relationship between
keywords in the visual domain (i.e. co-occurrence
statistics of words in annotated images) and the vi-
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sual relatedness (visual similarity) between the query
image and selected images in the learning database.
Co-occurence statistics of words in images are exploited in [Bartolini and Ciaccia, 2007] using graph theory and in [Wang et al., 2007] using random markov
fields. [Wang et al., 2007] also used visual relatedness.
They use the visual similarity between the query image
and images in which considered keywords co-occur. The
same idea is proposed in [Kucuktunc et al., 2008].
• Approaches combining semantic and visual
knowledge such that [Barnard and Johnson, 2005;
Barnard et al., 2007] which propose a cross modal
keyword disambiguation using both statistical visual
information and knowledge from textual ressources.
In [Escalante et al., 2007], the authors propose a
re-ranking process based on both statistical visual
information and statistical information about keyword
usage extracted from an external collection of captions.
More recently, interesting works have proposed the
integration of ontologies directly into the automatic
multilevel image annotation process [Fan et al., 2008].

Figure 1: Content-based image annotation obtained with
[Pan et al., 2004]. (a) is the image query and (b) the computed keyword-based annotation. We can see that many keywords are polysemous. Some top-ranked keywords are irrelevant (e.g. street) and others are missing (e.g. sea). Moreover, there are no semantic relations between the obtained
keywords.

However, although all these approaches enable to improve the relevance of the annotation or to refine it,
they do not allow to build semantic structured annotation
and in particular sense-tagged keyword annotations (except
[Barnard et al., 2007]). Another weakness of the approaches
based on semantic knowledge is the use of a very limited set
of semantic relations : mainly hypernymy (is-a relation) and
sometimes meronymy relations (part-of ). This is a serious
drawback in image annotation since relations between keywords describing an image are often more than hypernymy
or meronymy relations. For instance complex spatial relations can be also of prime importance for image annotation
[Millet et al., 2005; Hollink et al., 2004].
In this paper, we try to answer to the problem of image
annotation disambiguation by combining both semantic and
the two kinds of visual knowledge. The main requirements
of our approach are : (1) Be able to take into account into a
parameterized way, complex semantic relations; (2) Using relationships between keywords in the visual domain; (3) Using
the visual relatedness in the disambiguation algorithm.

3 Automatic image annotation with keyword
desambiguation
In this section, we describe our approach to build sensetagged annotations. This process is composed of two steps.
First, given Iq the image query to annotate, let I =
{I0 , . . . , Im } be the images in the learning database, and
L = {t0 , . . . , tn } be the lexicon used for the annotation. The
content based annotation step results in the bag-of-keyword
annotation, AIq = {(tj , µ(tj )) | tj ∈ L, 1 ≤ j ≤ r} a set of
r couples (tj , µ(tj )) where µ(tj ) represents the probability
that tj is relevant to annotate Iq .
For this step, we use the approach proposed by
[Pan et al., 2004], based on a modeling of the learning dataset
by a graph, called Mixed Multimedia Graph (MMG), described in Figure 2. A Random Walk With Restarts algorithm

Figure 2: The MMG modeling the image dataset. Attribute
nodes (ai ) represent image segment features. ii are image
nodes and ti are term nodes. In our first experiments, each
image is divided into parts and features are three mpeg-7 descriptors: ScalableColor, ColorLayout and EdgeHistogram.

(RWR) is applied to this graph for computing each µ(tj ) with
tj ∈ L. µ(tj ) represents the steady state probability or the
affinity of node tj with Iq . The resulting bag-of-keywords is
the set composed of the r terms having the highest affinities
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ˆ ti = argmaxs∈Senses(ti ) f (s, σti )
context σti : sense
where the function f estimates the weight of semantic interconnections.
In the original article of
the SSI, the f function is a sum function. The algorithm is described in pseudo-code in Algorithm 1.

with Iq .
Then, a second step consists in adding a disambiguation
process to determine the sense of each keyword in AIq . Although Word Sense Disambiguation, or WSD, has been studied a lot for text analysis [Navigli, 2009], existing frameworks are not totally convenient for image annotation disambiguation. First, existing lexical ressources or ontologies
used in these algorithms are dedicated to text and built from
textual corpus. As a consequence, the semantic relations between concepts do not really reflect the semantic relationships between concepts in the visual domain. We propose
to adapt an existing WSD algorithm named SSI introduced
by [Navigli and Velardi, 2005], which exploits the structure
of a semantic concept network. One of the main interest of
the SSI is to take into account only semantic interconnections
which abide a context-free grammar. Our first adaptation, described in Section 3.2, consists in modifying this grammar for
the image annotation problem. Then, to answer to requirements (2) and (3), we propose to integrate visual knowledge
in the disambiguation process: term co-occurrences in the visual domain and visual relatedness between images in which
the annotation context of a given term and the semantic neigbourhood of this term co-occur (see Section 3.3 ).

3.1

Input: AIq : a bag-of-keyword, ŜAIq : a list of
sense-tagged keywords (initially empty)
Output: ŜAIq : a list of sense-tagged keywords of AIq
(an array)
foreach t ∈ AIq do
if t is monosemic then
ŜAIq [t] = sense(t, 1)
end
end
P = {t ∈ AIq |ŜAIq [t] = null}
while P 6= ∅ do
foreach t ∈ P do
sense
ˆ t = null, maxV alue = 0
foreach sense s of t do
f [s] = 0
foreach sense s′ of ŜAIq do
φ=∅
foreach semantic path between s and
s′ do
φ = φ + weight(s, s′ )
end
f [s] = f [s] + φ
end
if f [s] > maxV alue then
maxV alue = f [s]
sense
ˆ t=s
end
end
if maxV alue > 0 then
ˆ t
ŜAIq [t] = sense
P = P \ {t}
end
end
end
return ŜAIq
Algorithm 1: The SSI algorithm. A represents SAiq , ŜAIq
represents σ. sense(t, i) represents the i-ith sense of t. P is
the set of terms to disambiguate. weight(s, s′ ) is a function
that estimate the weight of a semantic path.

Knowledge-based disambiguation algorithm

For a good understanding of our approach, we give a brief
overview of the SSI in the following. We define a sensetagged keyword as a word linked to its relevant WordNet
synset (i.e. set of synonyms that together define a particular
sense uniquely). For example, the keyword mouse is referenced in WordNet by the following four synsets:
• mouse#n#1: {mouse} (with the gloss any of numerous
small rodents typically resembling diminutives rats,...).
• mouse#n#2: {shiner, black eye, mouse} (with the gloss
a swollen bruise caused by a blow to the eye)
• mouse#n#3: {mouse} (with the gloss a swollen bruise
caused by a blow to the eye)
• mouse#n#4: {mouse, computer mouse} (with the gloss
a hand operated electronic device ...).
We denote Senses(t), the set of synsets which represents the
possible senses of the keyword t in WordNet. We say that t
is sense-tagged when it has the predicted sense s, where s is
a synset. We denote it s = sense
ˆ t . To compute it, we use the
semantic context of t. Our objective is to build the semantic
ˆ tr }.
ˆ t1 , ..., sense
interpretation of AIq , i.e. ŜAIq = {sense
Given:
• an ambiguous term ti ∈ AIq ,
• the annotation context of ti denoted σti which is the set
of all monosemous or ever disambiguated term ∈ AIq \
ti ,
• a lexical knowledge resource W (WordNet) allowing to
compute semantic interconnections between two given
concepts.
The idea of the SSI algorithm is the following. It is an iterative algorithm. It selects for ti the sense that maximize the
degree of mutual interconnection of ti with all terms in the

3.2

Modifying the grammar of the SSI to image
annotation

An important point in the SSI is that among semantic interconnections found in the WordNet database, only those which
abide a context-free grammar are taken in consideration. This
grammar is manually defined and encodes the relevant semantic patterns between two concepts. To adapt it to image annotation disambiguation, we use an interesting study
done in [Hollink et al., 2007]. This study was dedicated to
query expansion to improve image retrieval. It proposes a set
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of semantic relation patterns that seems to be useful to improve the retrieval. In the following, we will investigate the
learning of these semantic relation patterns and their associated weights in large annotated image collections such as
LabelMe1 or Flickr2 .

3.3

To compute the semantic relatedness of terms in the visual domain, we compute, for a given polysemous term tk ,
and its i-th sense, the co-occurence matrix Wsense(tk ,i) between the terms in AIq \ tk , the annotation context of tk and
Relsense(tk ,i) the semantic neiboourhood of tk . Finally to
take into account the third requirement, we weight the cooccurence number using the visual similarity with the query
image (as in [Wang et al., 2007; Kucuktunc et al., 2008]). As
a consequence, each element of the matrix is defined by :

Introducing visual knowledge in the SSI
algorithm

As emphasized in [Wang et al., 2007], using only external
a priori knowledge to improve keyword annotations is not
sufficient. Indeed, this external knowledge often reflects
the semantic relatedness of keywords in the textual domain
which can be different in the visual domain. For instance,
in [Wu et al., 2008], the importance of a concurrence relation which represents the co-occurrence of concepts or background coherence in visual domain is underlined. The authors propose to build a visual ConceptNet using Flickr and
a Visual Language Model, and they applied it to image management tasks as image annotation and image clustering. To
answer to our second requirement, in addition to semantic
knowledge used in the SSI, we also integrate visual knowledge. Semantic knowledge refers to semantic correlations between keywords that we can extract in lexical resources. Visual knowledge refers to the co-occurences statistics between
keywords and images in the learning dataset. We also integrate visual relatedness between images in which the annotation context of a given term and its semantic neigbourhood
co-occur. This information is made available by the first step,
i.e. the random walk with restarts over the MMG graph. It is
the probability µ(I, Iq ) where I ∈ I.

wti ,tj =

I∈I :

∗ µ(I, Iq )

0

if terms ti and tj co-occurr
otherwise

(maxI∈I µ(I,Iq ))∗(Nti +Ntj −Nti ,tj )

Integration in the SSI
Our objective is to disambiguate bag-of-keyword annotations using both semantic knowledge and visual knowledge.
The contribution of the semantic knowledge can be estimated by computing the semantic relatedness between a term
and its disambiguated annotation context (σ) using semantic interconnections. This quantity can be estimated as :
f [s]
P
f [s] (where f [s] is the variable in Algorithm 1).
s∈sense(tk )

The contribution of the visual knowledge may be estimated
||Ws ||
using the previous co-occurrence matrix : P
||Ws || .
s∈sense(tk )

If we make the strong assumption that the contribution of the
semantic knowledge and the contribution of the visual knowledge are relatively independent, we can adapt the SSI algorithm by the following:
Input: AIq bag-of-keywords
Output: ŜAIq set a sense-tagged keywords
while P is not empty do
foreach t ∈ P do
Compute
ŜAIq [t] = argmaxs∈sense(t) ( P f [s]

s∈sense(t)

• direct hypernyms,

||Ws ||

P

• meronyms,

s∈sense(t)

f [s]

∗

||Ws || )

end
Remove t from P
end
return ŜAIq
Algorithm 2: Adapted SSI algorithm with visual cues

• WordNet nouns found in the gloss.
For instance, with the term street and its first sense in
WordNet, related-to(street#n#1) = {thoroughfare, pavement,
paving, sidewalks, buildings}.
Then Relsense(tk ,i) = L ∩ related − to(sense(tk , i)). The
intersection with L ensures that we only keep the term in the
annotated learning image database.
2

8
<1

where µ(I, Iq ) is the steady state probability of the image
I given the image query Iq , that can be assimilated to a visual
similarity between I and Iq . It is given by the RWR. Nti is
the number of images annotated by the term ti in the learning
dataset, and Nti ,tj is the number of images annotated by the
terms ti and tj .

Adding visual knowledge
A strong hypothesis of our method is to suppose that there
is only one occurrence of a given concept in the query image. Moreover, we suppose that if the keyword corresponds
to a visual concept, the keyword is present in the image under
only one meaning.
Let AIq = {t1 , . . . , tr } be the keyword-based annotation to desambiguate. Given, tk , a polysemous term to disambiguate, AIq \ tk is the annotation context of tk . We
build the set Relsense(tk ,i) which is a set of terms extracted
from the semantic neigbourhood of tk in its i-th sense. To
build this set, we concatenate the hypernymy, meronymy and
gloss relations into a more general related-to relation. More
precisely, for a given term tk under its i-th sense, relatedto(sense(tk , i)) is built by taking :

1

P

4 Evaluation
To evalute our approach, we propose to apply the disambiguation method to the LabelMe dataset.

http://labelme.csail.mit.edu/
http://www.flickr.com/

$"

4.1

The LabelMe dataset

instance, considering the word mouse used for annotating the
image of Figure 3, the most common sense in WordNet is
mouse#n#1 whose the gloss is any of numerous small rodents
typically resembling diminutive rats having pointed snouts
and small ears on elongated bodies with slender usually hairless tails which is not the sense of the annotated object in
the figure 3. In WordNet, the word mouse has the following
senses:

The LabelMe dataset is build around a prototype
[Russell et al., 2008] for building an image dataset using Web users to annotate images. Downloaded from the
experiment website on the 9 nov. 2008, the dataset is
composed of 46302 images for 282838 annotated objects.
Annotated objects are drawn polygons, and annotations are
attached to each polygon. Among these annotated objects,
we can find 9698 classes, or keywords. Experiments have
ever been made to apply disambiguation methods with
WordNet on LabelMe [Russell et al., 2008]. However, the
disambigation is made only on the classes independently
of the real annotated object in the images. Moreover they
assumes that each polysemous class is present under only
one meaning. At last, as the association between annotation
classes and WordNet synsets are made manually in their
method, it could not be applied for large semantic image
databases (i.e. image databases with a large number of
polysemous classes, as for instance Flickr).

4.2

• sense 1: {mouse} – (any of numerous small rodents typically resembling diminutive rats having pointed snouts
and small ears on elongated bodies with slender usually
hairless tails)
• sense 2: {shiner, black eye, mouse} – (a swollen bruise
caused by a blow to the eye)
• sense 3: {mouse} – (person who is quiet or timid)
• sense 4: {mouse, computer mouse} – (a hand-operated
electronic device that controls the coordinates of a cursor
on your computer screen as you move it around on a
pad; on the bottom of the device is a ball that rolls on
the surface of the pad; ”a mouse takes much more room
than a trackball”)
Considering this example, we can feel the benefits of our
method. Our first experiments on a small set of polysemous
terms are promising. Nevertheless, we have not enough quantitative results to validate this method. An important next step
of our works will be to challenge our approach on existing
corpus or benchmarks.

Ground truth

To evaluate our method, we have to build a ground truth
database from LabelMe. Indeed, LabelMe is usually considered as an image annotation ground truth but due to free-text
annotations, the quality is very unpredictable.
So, in our first experiments, we have removed from annotations terms those that are not found in WordNet 3.0. In our
final dataset, we have aligned 32% of all the annotations in
LabelMe with WordNet synsets, i.e. the annotation is composed of words found in one or several WordNet synsets, be
3118 classes. And among these annotations, 1735 are polysems using WordNet, be 55% of all classes.

5 Conclusion and future works
To sum up, in this article we propose a method to tackle the
visual polysemy problem in the context of automatic image
annotation. Compared to other methods, we propose an original approach which enables to take into account a priori
knowledge (WordNet), visual cues (by taking the visual information on the query image Iq ) and also term cooccurrences in
the image learning dataset. Our method allows to build an image annotation composed of sense-tagged keywords. Our first
experiments take a modified LabelMe dataset as our evaluation dataset and are still in running. Future work is logically
to quantify these experiments well and to validate it on other
databases (e.g. Flickr).
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Abstract

Some specific limitations of EPG-based navigation
include the following: 1) Although program genres, in
general, are useful to categorize content, some are
ambiguous and misleading. For example, the genre for a
program “Earth Diaries: Hindu prayer offerings at
Ganges…” is ‘Travel’; users might ignore this program
based on its genre, even if they are interested in programs
about religions. High-level genres such as History and
Documentary do not convey anything about the subject of
the program. 2) EPG doesn’t include information on what
kind of topic(s) (for example, ‘Person’ or ‘Location’) and
related attributes, a particular keyword in the metadata
might refer to. 3) Different content producers often use
different words to refer to the same entity or related
concepts, in the metadata fields (such as title, description)
for the programs they produce. For example, suppose one
program’s description is: “A traditional family meal in
Italy”, and another program’s description is: ‘Italian dinner’.
If a person is interested in programs about Italian cooking,
he would search for the keywords ‘Italian’ and ‘cooking’ or
‘cuisine’ and the above programs would not show up even
in the state-of-the-art EPG based program search interfaces.
In our work, we attempt to address the above limitations
and enable the following scenario: when a user searches for
programs about topic ‘A’, the interface shows programs
related to topic ‘A’ and programs related to synonyms,
related concepts or relevant attributes for topic ‘A’. By
topic, we mean keywords representing significant entities
(for example, ‘Barack Obama’, ‘Iraq War’, ‘Italian Cuisine’
etc.). By attributes, we mean a property of the topic, such as
the profession of a ‘Person’ topic. Essentially, we identify
relations/similarities between programs, based on topics
appearing in their metadata and concepts related to the
topics, and/or synonyms of the keywords representing the
topics. In order to achieve this, we need a
hierarchy/taxonomy of topics and sub-topics (or, concepts)
related to the topics and, we need to map the programs to
this topic hierarchy.
Manually creating a taxonomy of topics is not an easy
task, as topics relevant to TV programs could vary widely
and sub-topics or concepts related to a topic may become
more or less relevant over time. Moreover, different users
may prefer to categorize content in different ways. On the
other hand, the Internet has become an extensive and

Owing to the often ambiguous and limited
metadata available for video content such as
television (TV) programs, it is a challenging task
for viewers to effectively explore and discover
videos of interest from large collections. Our
approach to address the above problem is to enable
intuitive topic-based discovery of videos, whereby
users can explore videos related to a topic as well
as concepts related to the topic. In this paper, we
describe our techniques to achieve the above,
which involves semantically enriching video
metadata, building a taxonomy of topics and
concepts, and finally mapping videos to the
taxonomy.

1

Introduction

Videos, in varied forms, such as TV programs and movies,
continue to be a popular method to provide and obtain
information and entertainment. This is evident in the
continual increase in the number of professional and home
videos produced every year. For example, historical
archives of TV program metadata from Tribune Media
Services [TMS] indicate that there has been a 100-fold
increase in the number of programs broadcast over the last
50 years..
TV viewers commonly use an on-screen Electronic
Program Guide (EPG) to explore broadcast or recorded
programs. An EPG includes metadata for the programs such
as title, genres, and cast in addition to the date, time and the
channel(s) on which the program is broadcast. Using an
EPG, a viewer is able to navigate and select content by time,
title, genre, actors etc. Some cable operators and TV/Set-top
box manufacturers, additionally allow simple keywordbased search for content based on keywords appearing in the
various EPG fields. These traditional ways to explore and
discover TV content work fine when there are a limited
number of programs and channels available for viewers to
choose from. However, given that today’s cable and satellite
viewers typically have hundreds of different channels to
choose from at any given time, simple EPG-based
navigation is often insufficient.
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concepts to represent categories in a latent semantic space
and probabilistic latent semantic analysis to classify ad
videos into these categories. However, these methods are
not able to identify links between videos that are about
related topics unless their metadata contains matching
terms.
[Yang, 2007] proposes multi-modal approaches for
categorizing web videos, including a technique to associate
a video with concepts related to words contained in its
metadata. They calculate a tf-idf (term frequency–inverse
document frequency) score for words appearing in the
metadata, and propagate the score to related words, which
are identified from WordNet. We have a similar goal to link
videos about related concepts, but our approach is
independent of the starting set of videos and hence is
applicable to different videos.
Many have looked at the problem of organizing text into
taxonomies, which is somewhat related to our work on
categorizing videos based on topic taxonomies. Some of
their approaches range from taxonomy generation for short
text segments (keywords) to longer text documents. The
idea of using sources on the web to enrich the knowledge
required for text, video categorization has been explored by
some. [Chuang, 2003] uses terms from search logs to
expand domain-specific terminology, which is then used to
enrich pre-defined web taxonomies. [Chuang, 2005]
presents an approach to create a topic hierarchy for short
text segments, by enriching words appearing in the text with
the aid of search result snippets. [Pulijala, 2004] and
[Dumais, 2000] present methods to classify web documents
into a hierarchical structure. Some others [Bloehdom, 2005]
have come up with domain-specific (such as, medical) text
mining and classification techniques. [Tikk, 2003] presents
a method for text categorization using a fuzzy relational
thesaurus, a hierarchy that stores an adaptive dictionary at
each node in the hierarchy. These local dictionaries are
learned incrementally from the document set that needs to
be categorized. [Candan, 2008] proposes techniques to
organize tag clouds into a hierarchical structure and enable
intuitive navigation of blogs.
In summary, the approach commonly adapted to
categorize content (videos or documents), is to classify a set
of content into a category through various kinds of
clustering and classification techniques, which primarily use
words appearing in the metadata or text. In our approach,
we create a hierarchy of topics and concepts using multiple
web sources, in parallel we enrich metadata of videos and
finally, map videos to the hierarchy of topics. Thus, the
hierarchy of topics used to categorize videos, is built
independently of the set of videos that need to be
categorized. This enables us to reuse the hierarchy of topics
to categorize a different set of videos at any time. Moreover,
we calculate a degree of relevance between a video and a
topic, which ensures that the most relevant videos are
ranked higher and shown first when a user chooses a topic
of interest.

valuable source of information and entertainment. More and
more people rely on the Internet for information and fort
help with everyday activities. Given this, we have come up
with techniques to leverage the information provided by the
Internet in our effort to enable topic-based discovery of TV
programs. We make use of the Internet in primarily two
ways: 1) to enrich program metadata, and 2) to build a
taxonomy of topics. For metadata enrichment, we use
Freebase, the online structured database equivalent of
Wikipedia that contains topics of varied categories, as one
of the knowledge sources to enrich metadata. We use a
variety of web resources including search engines, online
directories and dictionaries, to semi-automatically construct
the taxonomy of topics and gather related keywords. This
topic taxonomy is then used to categorize programs and
thereby enable topic-based navigation and discovery.
We describe the above techniques in detail in the
following sections. The remainder of the paper is organized
as follows: In section 2, we discuss some related work to the
different aspects of our approach. In section 3, we describe
our approach to: 1) semantically enrich program/video
metadata, 2) build a topic taxonomy, and 3) categorize
videos by topics. In section 4, we illustrate our prototype
system using a few screenshots of the user interface. And,
finally we conclude by discussing some benefits of our
initial work and plans for future work.

2

Related Work

Several service providers have been looking at ways to
facilitate discovery of different types of content (such as
videos, photos, bookmarks). Vendors like NetFlix and Hulu
provide genre based classification of videos, where some of
the genres are hierarchical in nature. Video hosting sites,
such as YouTube, prompt users to choose a category, from a
set of pre-defined, flat categories when they upload videos.
Another approach adopted by YouTube, flickr, del.icio.us
and some others, has been to allow users to tag their content
while uploading them, and thereby enable keyword-based
look up for content. These approaches suffer from the
limitations of EPG-based discovery that we discussed in the
previous section. Moreover, their systems do not provide a
way for users to specify what a tag means or its related
topics, nor do they infer these. Some systems such as Twine
and Faviki use Wikipedia, a smaller set of locally developed
knowledge bases or dictionaries to infer relationships
between different pieces of content. In our work, we make
use of Freebase, which is a structured and dynamic
knowledge source on the web; this enables us to identify
many more topics and related concepts corresponding to the
keywords appearing in the content metadata, and with better
consistency.
Some researchers [Yuan, 2006] have looked at
automatically categorizing videos based on an ontology of
video genres using hierarchical support vector machines.
[Smoliar, 1994] presents tools and techniques for indexing
and retrieval of video content. They propose a hierarchical
structure for organizing video content and use a frame-based
knowledge base to build it. [Wang, 2007] uses multi-modal
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keywords (for example, ‘the’ ‘and’ etc.). The keywords
extracted are then ranked based on two factors: the
number of times the keyword appears in the metadata
fields and the number of metadata fields (for e.g., title,
description) it appears in. To compute f(kw), we identify
the number of times a keyword appears in each metadata
field, normalize it on a scale of 0-1 and add up the
normalized frequencies (corresponding to each metadata
field). For keywords extracted from the closed captions,
only the top ‘N’ (say, 10) frequently appearing keywords
are considered.
In short, for keyword ‘kw’: rank(kw)= f(kw) * n(kwsources), where f(kw) is normalized frequency of the
keyword, and n(kw-sources) is a normalized value (on a
scale of 0-1) for the number of metadata-fields the
keyword appears in.
2. Then, we match these keywords against topics available
in TopicDB. We essentially check if the keywords
correspond to any significant topic(s), as identified by the
sources used to populate TopicDB. This is done by simply
performing a string comparison.
3. If there are multiple topic matches available for the
keyword, the first topic is considered as the best match.
Once a topic is identified, some useful attributes of the
topics are also retrieved from TopicDB and added to the
metadata of the video. For example: for ‘Person’ topics,
values for the ‘profession’ attribute were used.
4. If there are no topic matches available for a keyword
‘kw1’, a string normalization technique is applied on the
keyword to identify any possible spelling errors. This step
is done as we have often noticed spelling errors in closed
captions and sometimes in the EPG metadata. All topics
available in the TopicDB that start with the same letter as
‘kw1’, and whose length is comparable to the length of
‘kw1’are identified as follows: the length of ‘kw1’ (say,
len) is calculated and the starting letter of ‘kw1’is
identified (say, ‘a’); then, ‘TopicDB’ is queried for all
topics starting with ‘a’ and with length between (len-1)
and (len + 1) (say, topicMatchList); and finally, the string
distance between ‘kw1’ and each of the topics identified
in the above step are computed. A string distance
computing algorithm called ‘edit distance’ [Edit
Distance], is used for this purpose. If the string distance is
less than or equal to 2, the topic is considered as a match
for the keyword. For example: say, the keyword in hand is
‘Bill Cliton’ and a topic ‘Bill Clinton’ exists in the
TopicDB, the string distance between these two words is
1, and consequently, the topic ‘Bill Clinton’ will be
considered as a topic match for the keyword. If there are
multiple topic matches with the least string distance, we
simply choose the first topic match.
5. Keywords with no topic matches, and with a rank below a
certain threshold are not associated with the video.
At the end of this process, videos are associated with
enriched metadata that essentially is a list of keywords
(including topic matches, attributes and other keywords)
along with a rank for each of them. This data is stored in a
database, say ‘VideoDB’.

3 Our Approach
We address the limitations with EPG based video navigation
by enabling topic based discovery of videos. In other words,
we enable users to simply choose a topic of interest from a
hierarchy of topics, and explore videos related to the topic.
This is achieved in three steps:
a) Semantically enrich video metadata: We map keywords
appearing in the EPG metadata of TV programs, to
topic(s) identified from various sources such as, Freebase
and TMS EPG archives. Further, we identify the type and
some significant attributes of the topic(s), and add these
as additional metadata/secondary topics for the TV
program.
b) Build topic taxonomy: We semi-automatically build a
taxonomy of topics and sub-topics, and further identify
keywords related to each topic and sub-topic in the
taxonomy. In this paper, a topic in the taxonomy is
sometimes referred to as a ‘node’ and a sub-topic as a
‘child-node’.
c) Categorize videos by topics: Finally, we match topics in
the taxonomy to videos, based on the enriched video
metadata and keywords related to the topics. The
hierarchical relationship between the topics in the
taxonomy and how closely the videos are related to the
topics and its parent topics are taken into account to
identify how relevant a video is to a particular topic.
We describe the above ideas in detail in the following subsections.

3.1 Enriching Metadata
By enriching metadata, we mean identifying and adding
additional information about the topics discussed in the
videos to the video metadata. We use Freebase [Freebase,
2008] and Tribune Media Services’s EPG Archives as
knowledge sources to identify topics. Freebase is a dynamic,
growing online database of topics. It includes several
thousands of topics from Wikipedia, in addition to topics
entered by general users, Freebase developers &
community. TMS EPG Archives includes EPG metadata for
TV programs broadcast in the last 50 years. In particular, we
made use of the cast and crew information for TV programs
in the TMS data and considered them as topics of type
‘Person’. For prototyping purposes, we created a local topic
database (TopicDB) with topics from Freebase and ‘Person’
topics from TMS. For data about topics and related
attributes available in Freebase, we simply used their data
dump.
Our approach to enrich video metadata involves the
following steps:
1. Existing metadata for a video content including title, subtitle/episode name and description are retrieved. Closed
captions are also retrieved if available. Natural language
processing and genre-based keyword extraction
techniques [Messer, 2008], are applied on this data to
extract significant keywords (single-word) and keyword
phrases (multi-word). (We refer to both keywords and
keyword phrases as ‘keywords’ hereafter). By using these
techniques, we are able to filter out insignificant
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The keywords, thus obtained, along with their respective
ranks are stored in the TaxonomyDB.
Further, we personalize the taxonomy in an implicit
manner, by using the user’s viewing history. For this
purpose, a list of keywords is collected from the metadata of
the programs watched by the user (say, pKwList). The
keywords related to the topic nodes in the taxonomy, which
are also present in pKwList are then ranked higher than the
rest of the keywords. These ranks are then used to calculate
the degree of match between a video and a topic during the
Video Categorization process, which is described in the
following sub-section. Data about taxonomy nodes
including the topic corresponding to the nodes, child nodes
and related keywords along with their ranks are stored in a
database, ‘TaxonomyDB’.

3.2 Building Topic Taxonomy
We create a taxonomy of topics as the second step in
enabling topic-based discovery of videos. Each node in the
taxonomy is represented by the tuple: Node N <name,
children, keywords>, where, 'name' is the topic that the
node represents, 'children' is the list of child-nodes that are
essentially sub-topics of the topic represented by node N
and 'keywords' is a set of keywords (that represent concepts,
locations, person names etc.) that are related to the given
topic. For example, for a topic 'Italian Cuisine', related
keywords are 'pasta', 'pizza', 'spaghetti', etc. Further, we
calculate a rank for each keyword in the list, to indicate a
degree of relevance of the keyword for the given topic. The
taxonomy is created by starting from the root topic node and
then adding its children nodes to the taxonomy recursively.
This primarily involves: 1) Identifying sub-topics for each
node and, 2) Determining representative keywords for each
node. At the time of writing this paper, we assumed the
availability of the structure of the taxonomy and
concentrated on the problem of determining keywords for
each node in the taxonomy.
For our prototype, we manually created a taxonomy
skeleton with ‘History’ as the root topic (see Figure 1 in
section 4). In order to enrich and extend this taxonomy
skeleton, we use several web-based sources from where
keywords related to a topic can be extracted. The sources we
considered in our prototype are: Wikipedia, Google
Directory, Yahoo Directory, Mozilla Directory, WordNet,
Dictionary.com, Freebase and the Ask, Google and Yahoo
search engines. For the search engines, we considered the
related searches and concepts suggested along with search
results. For some of these sites we used their web-APIs to
obtain keywords, and for others, we developed web scrapers
to extract keywords from their web pages. Also, some of the
sites provide the keywords directly, while others only
provide a textual description, in which case keywords are
extracted using natural language processing techniques.
Ultimately, for each given topic, we get a list of keywords
from these web sources that are directly or indirectly related
to the topic. As this list can be fairly long for some topics
and possibly contain irrelevant keywords, we further apply
some process to trim the list and remove noise. The steps
involved in this process are:
1. The use of multiple web-sources for gathering keyword
becomes helpful here. We assume that if a keyword
occurs in only one source, then the likelihood that it is
noise (i.e. not very relevant) is higher. Therefore, all
keywords that appear in less than two sources are
removed.
2. For each of the remaining keywords, a rank is assigned.
The rank of a keyword is based on the number of sources
the keyword appears in, the number of times the keyword
appeared in each source and the reliability of the source.
For example, in our prototype, we consider WordNet and
Dictionary.com more reliable than other sources and
consequently, rank the keywords that appear in these two
sources higher than other keywords. All keywords with a
rank lower than a pre-determined threshold are removed.

3.3 Categorizing Videos
Keywords associated with each topic node in the taxonomy
are compared to the topics/keywords associated with the
videos. The number of keywords that are associated (or
related) both with a topic node and a video is considered a
metric to decide if a video should be mapped to and thereby
categorized by the topic node. The specific steps involved in
categorizing videos by topics are described below:
1. Topics in the taxonomy are retrieved from TaxonomyDB,
and are processed top-down (essentially, parent topics are
always processed before the child topics). Following steps
are executed for each topic node:
2. List of keywords for topic ‘T’ (say, ‘n’ keywords) are
retrieved along with their ranks and the following is done:
a. For each keyword in this list, VideoDB is looked up
and all videos that are associated with the same
keyword are identified. If no videos are associated
with that keyword, the next keyword is processed.
b. For each video identified in the previous step, a videokeyword rank is calculated based on: the rank of the
topic keyword (assigned when the taxonomy is built)
and the rank of the video keyword (assigned when
video metadata is enriched).
c. The sum of video-keyword ranks for all videos that
match all keywords for topic ‘T’ is calculated.
n

vtRank0 (V ,T ) " ! vkRank (V , K i (T ))
i "1

where, vtRank0(V, T) is video-topic rank for video ‘V’
& topic ‘T’; vkRank(V, Ki(T)) is video-keyword rank
for video ‘V’ and keyword Ki of topic ‘T’; ‘n’ is the
total number of keywords related to topic ‘T’.
d. All video matches for topic ‘T’, along with video-topic
ranks are stored in a database, ‘VideoTopicRankDB’
3. All parent topics (including parent of parent topics) for
topic ‘T’, if available, are retrieved.
a. Among videos related to the topic ‘T’, videos that are
also related to it’s parent-topics are identified and
retrieved along with the video-parenttopic rank, from
VideoTopicRankDB.
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b. A video-parenttopic rank is weighted based on the
distance between the topic ‘T’ and the parent topic.
For example, if parent-topic ‘PTi’ is a parent of a
parent topic of ‘T’, distance between them is
considered as 2.

4.1 User Interface Screenshots
In this section, we illustrate our prototype UI and how a user
can use DeepVideo by walking through a user scenario: As
John switches on his TV, some widgets appear on the left
side of the TV screen, as shown in Figure 2. John wishes to
explore documentary videos and hence chooses the last
widget that corresponds to DeepVideo. A list menu on the
left shows some sub-topics under the root topic ‘History’
and the box on the right shows a tag cloud containing
keywords related to the highlighted topic ‘Society’.

n

vtRank (V , T ) " ! (vtRank (V , PTi (T )
i "1

* 1 / D(T , PTi (T )) #vtRank0 (V , T )
where, vtRank0(V, T) is video-topic rank for video ‘V’
& topic ‘T’, as calculated in step 2c; vtRank(V, PTi(T))
is video-parenttopic rank for video ‘V’ and PTi(T), a
parent topic of T; D(T, PTi(T) is the distance between
topic ‘T’ and parent topic PTi(T); ‘n’ is the total
number of parent topics for topic ‘T’.
Finally, VideoTopicRankDB contains data on all topic
matches for all videos, along with a rank for each videotopic match. This data along with the topic taxonomy
available in TaxonomyTB, can be used by a user interface
system to enable users to browse through a hierarchy of
topics and discover videos related to a particular topic,
irrespective of the level of topic in the hierarchy.

4

Prototype

A prototype system (‘DeepVideo’) based on some of the
ideas described in section 2 was implemented using .NET
technologies. The system consists of 4 modules: the
taxonomy builder, metadata enricher, video categorizer and
the user interface module. The UI module was implemented
in C# and XAML and the other modules were implemented
in C#. SQL server was used for data storage and processing.
We used metadata including title, description, genres,
sub-title, and episode name, for about 30K Documentary
TV programs to experiment with our prototype. All the
programs were of genre ‘History’. We specifically
considered ‘Historical Documentary’ videos for our test
bed, as our topic-based discovery techniques may fit well
with how users explore documentary videos. We created a
seed taxonomy with ‘History’ as the root topic. A snapshot
of this taxonomy is provided in Figure 1.

Figure 2: Top level topics in the taxonomy & related keywords

John is interested in the sub-topics related to ‘Politics’.
Using the up/down arrow keys on his remote control, he
highlights ‘Politics’ and then presses the right arrow. The UI
is refreshed to show a set of sub-topics related to ‘Politics’
and a tag cloud on the right with keywords related to the
highlighted sub-topic ‘Political Party’, as shown in Figure 3.

Figure 3: Sub-topics for 'Politics' and tag cloud for 'Political Party'

Then, John chooses the sub-topic ‘Politicians’ using his
remote control. The UI is refreshed to show metadata for
videos related to ‘Politicians’ on the left and a video
thumbnail on the right, as shown in Figure 4. The metadata
shown includes the video title, episode name and year of
broadcast. Due to copyright issues, we have shown a
mocked-up thumbnail in the Figure. John browses the list
and chooses to watch the video ‘History’s Mysteries’.

Figure 1: Seed Taxonomy for Prototype
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Figure 4: Videos related to topic 'Politicians'
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Conclusion and Future Work

We described some initial ideas for enabling users to
intuitively discover videos based on topics they are
interested in. Our techniques can be utilized in several ways,
such as to: 1) enhance the EPG-based navigation available
today for TV programs and enable better keyword-based
search. This would add value to the state-of-the-art
STBs/TVs; 2) create a new kind of navigation interface to
explore a structured collection of content, as we illustrated
using our prototype UI.
While our current approach to build a topic hierarchy is
semi-automatic, requiring a user to create/start with a simple
seed taxonomy, we plan to explore ideas to automate this
step and build taxonomies consisting of multiple hierarchies
in the future. Also, we simply map a keyword in the video
metadata to the first topic match out of many matches in the
current version. We realize from our initial prototype that
this could lead to incorrect topic matches and have thought
about approaches to implement a topic verification step.
One idea is to consider the topic matches for other keywords
in the video’s metadata and identify if and how many
overlapping attributes are found between the topics.
Our observation in general is that the more effort on the
part of the program creators or distributors, or the viewing
community, to accurately tag/describe a program, the better
our topic-based program search results are likely to be. We
plan on doing a formal and extensive user evaluation in the
near future to further strengthen our approach.

References
[Bloehdom, 2005] Stephan Bloehdorn, Philipp Cimiano,
Andreas Hotho. Learning Ontologies to Improve Text
Clustering and Classification. Proceedings of the 29th
Annual Conference of the German Classification
Society. Magdeburg, Germany. 2005.
[Candan, 2008] K. Selcuk Candan, Luigi Di Caro and
Maria Luisa Sapino. In Proc. of International Workshop
on Searching Social media, co-located with the 17th

48

Cross-Modal Disambiguation
Kobus Barnard
Department of Computer Science
University of Arizona
kobus@cs.arizona.edu

Abstract
Semantic ambiguity is common when we attempt
to extract meaning from data. In text, words like
”bank” are ambiguous without a greater context.
Similarly, image patches are indicative of scene
elements, but typically require image context to
choose among likely options. Thus there has been
much work done to integrate world knowledge and
various levels of context to disambiguate isolated
cues. In this talk I will discuss extending context
across modalities for disambiguation.
Multimodal data is rapidly becoming more available. Words with pictures, pictures with geotags,
sound with video, and presentation slides with educational video represent some key frontiers. As
an example of how multimodal data can held disambiguate meaning, consider an image associated
with text with the word ”bank”. If the image can be
classified as a city scene or an outdoor scene, then
that can help resolve the financial institution sense
versus the embankment (e.g., ”river bank”) sense.
Similarly, the ambiguity of a blue patch in an image
can be reduced if the image has an associated label
suggesting sky or water. Further, parts of speech
provide sub-modalities that can be exploited. For
example, a visual adjective such a ”red” in an image caption containing ”red car” can help interpret
the image data. In this talk I will provide some results in two domains: 1) words and pictures; and 2)
using presentation slides to inform the analysis of
educational video.
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