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Abstract—Measuring image similarity is an important task
for various multimedia applications. Similarity can be defined
at two levels: at the syntactic (lower, context-free) level and at
the semantic (higher, contextual) level. As long as one deals
with the syntactic level, defining and measuring similarity is
a relatively straightforward task, but as soon as one starts
dealing with the semantic similarity, the task becomes very
difficult. We examine the use of very simple syntactic image
features combined with other multimodal features to derive
a similarity measure that captures the weak semantics of an
image. We test and further use this similarity measure to do
video retrieval.
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I. INTRODUCTION

Judging the similarity1 between different images may not

always be easy and the result depends on the context: Two

images containing cars may be judged similar based on the

fact there are cars in both of the images, or they may be

judged dissimilar based on the make of the cars. Or an image

containing a close up picture of green grass and an aerial

image of green forest may be judged similar because the

images are mostly green. In both of the above examples the

context defines the similarity. The former is an example of

very high level features that can be conceptually both similar

an dissimilar. The latter (color) is an example of lower level

features that can not conceptually be dissimilar.

One way of viewing image similarity is to define it at

two levels: the syntax of an image and the semantics of an

image. With images the roles of syntax and semantics are

different from the roles they have in text domain, however.

For text there are clear syntactic rules, whereas with images

it is harder to define a coherent set of rules. This is because

with images there are no equivalent to letters and words

that are the basic features of text. For images the most

basic features depend on the domain in which they are

1In this paper we use both the concept of image similarity and the
concept of distance between images quite freely. The relation between the
two concepts is an inverse relation, however. The higher the similarity the
smaller the distance and vice versa.

represented. E.g., in spatial domain the low level features

are the pixel values and in frequency domain the low level

features are the basis functions and their coefficients. With

slightly higher level features, especially in texture analysis

[11] and pattern recognition [3], syntactic methods have been

used with images.

With images, a clear distinction between the syntax and

the semantics can be drawn using the contextual dependency

as the decisive factor. With syntactic features we refer to

features that can be clearly categorized without the context

interfering: for example color, different edges and shapes

etc. With semantic features we refer to attributes that can be

conceptually both similar and dissimilar depending on the

context, e.g. distinct objects within the same object category.

It is clear that syntactic similarity is rather easy to judge

whereas judging the semantic similarity is hard. One often

talks about the semantic gap that refers to the ambiguity

or contextual dependency of simple syntactic features. As

already noted, the semantics of an image are very context

dependent. Even though the context does not affect the

conceptual similarity of syntactic features, it can affect the

selection of decisive features. Furthermore this selection can

be implicit. This is what we call weak semantics. Given an

image, its weak semantics can be inferred from the syntactic

features by the implicit selection caused by the context that

it appears in.

For multimedia streams the context of a single video

frame is defined by other media such as voice, text and also

by the preceding and following frames. Multimodal non-

image features and syntactic features of contextual frames

can be used for the implicit selection of decisive features

for the similarity decisions between images. The selection

is implicit as the decision on similarity is based on some

average-based model on all the multimodal features.

In this paper we propose a method of inferring the weak

semantics of an image based on the low level syntactic

features and the context the image appears in. We use rather

simple features as we are interested in seeing the benefits

of combining multimodal features versus using the features



alone. This similarity measure does not necessarily find the

syntactically most similar images but images that share the

same weak semantics that are defined by the combination

of multimodal features. For testing the method we apply it

for multimedia retrieval.

Related work: From image retrieval point of view

the related work can be roughly divided into text-based

image retrieval and content-based image retrieval (CBIR).

For the former, popular well known examples are Google

images2, Yahoo! image search3, etc. These search engines

use very little information to rank images other than the text

(annotations, links etc.) related to the images. They show the

images that have relevant query words associated to them.

For video frames from tv series this kind of an approach can

produce surprisingly intuitive results, especially when some

text modelling is applied, as is shown later in this paper. For

the latter there is not a single system that is even close to

the size of the mentioned examples but the research in that

field is very active.

In [6] a method for ranking images based on the expected

user behavior is presented. This can be seen as a borderline

case when it comes to the content based image retrieval.

However, it is an example of the future image retrieval

methods that use auxiliary information to better the search

results. This method is based on a variation of PageRank

[1] algorithm and local feature detectors. In [8] the authors

present a reranking method for the Google images results

that is based on more profound text relevance modeling of

the associated web pages. Another not yet mentioned method

is to use relevance feedback in image retrieval. The idea

is to use some form of feedback – usually user feedback

– from outside the system to improve the results. Query

refinement and feature re-weighting are techniques that are

often used. Examples of research on relevance feedback for

image retrieval include e.g. [5] and [14]. We do not consider

relevance feedback in this paper.

Content based image retrieval finds applications in many

fields, e.g. medicine [7], [4] and astronomy [2]. In general

these systems rely mostly on sophisticated image feature

extraction but especially in the medical field they also use

other modalities of data, e.g. text and numerical data. A

review of somewhat earlier research can be found in [13].

Our approach can be seen as content based image retrieval:

We use very simple features combined and observe the

effects of combining them vs. using the features separately.

The rest of this paper is organized as follows. In Section

II we discuss the image similarity and distance concepts and

derive the weak semantic distance measure. In Section III

we apply and evaluate this measure on video- and text-based

multimedia data. In Section IV we present our conclusions

and discuss future work.

2http://images.google.com
3http://images.search.yahoo.com/images

II. SIMILARITY

We are interested in image similarity in the context of

multimedia. Here we restrict our study on two aspects of

multimedia data, namely on video and text. This results as

three facets that we investigate. First there is the syntactic

similarity between different video frames. Second there

is the contextual similarity between video frames that is

defined by the temporal distance between frames in the video

stream. The hypothesis is that the closer the frames appear

in video stream the more contextually similar they are. The

third facet is the text that also relates to the contextual

similarity of video frames. Each frame has text associated

to it and the contextual similarity of frames depends also on

the similarity of the associated text.

A. Image similarity

At the spatial domain a very low level of syntactic

similarity of images x0 and x1 is defined by the pair-

wise differences between the pixel values in the chosen

color space. Assuming that the images are presented as

vectors using a vector space model, the Euclidean distance

is a simple example of a distance measure that can be

used to measure the syntactic similarity of two images.

The Euclidean distance captures the syntactic differences

between images very accurately. For most applications this is

not what is wanted, however. Even at the syntactic level one

wants to acquire some level of invariance towards different

transformations. Given our motivation, which is multimedia

retrieval from video streams, we want to acquire rudimentary

level of translation invariance. This is because just a one

pixel translation in either direction may be enough to change

the Euclidean distances of two visually similar images

drastically. Another problem is the noise present in images.

For both of the problems above, one solution is to use some

operator on images that both adds some degree of translation

invariance and also reduces the noise in the images. These

kinds of operations can be seen as preprocessing steps for

image analysis but here we view them as integral parts of

the similarity measure. A widely used way of reducing noise

and also adding some translation invariance to images is to

blur them using a spherical Gaussian kernel of variance t. In

scale space theory [9] this is equal to presenting the image in

scale t. For a two dimensional image x the blurring operator

B is defined as

B(x; t) = (gt ∗ f)(x) (1)

where f is identity function, ∗ denotes the convolution

operation,

gt(x0, x1) =
1√
2πt

exp− (x0 − x1)
2

2t
(2)

is the Gaussian kernel function and t is the variance of

Gaussian kernel or the scale as it is called in scale space

theory.



A different distance measure is obtained if one normalizes

the pixel values of image vectors so that each image sums up

to unity. Technically the vectors can be seen as probability

distributions, even though there is no intuitive interpretation

in this context. When the images are presented as probability

distributions one can use probabilistic distance measures to

estimate the similarity between images. Yet another measure

similar to the one above is obtained by row-wise and

column-wise summation of the pixel values. This produces

two vectors that represent the row-wise and column-wise

average of the image. When these are normalized to sum up

to unity one can use the probabilistic distance measures on

these two “marginal distributions” that represent the image.

Again there is no intuitive interpretation for these distribu-

tions. This measure is the one we use in our experiments. We

define the syntactic distance measure d(x0, x1; t) for images

x0 and x1 as

d(x0, x1; t) = (3)

KL(Sc(B(x0; t))||Sc(B(x1; t))) +

KL(Sc(B(x1; t))||Sc(B(x0; t))) +

KL(Sr(B(x0; t))||Sr(B(x1; t))) +

KL(Sr(B(x1; t))||Sr(B(x0; t))),

where

KL(p||q) =
∑

i

p(i) log
p(i)

q(i)
(4)

is the Kullback-Leibler divergence, B(x; t) is the Gaussian

blur operator of Eq. 2 and Sc and Sr column-wise and row-

wise summing operators respectively. We use this measure

(Eq. 3) as the pair-wise distance between two images. It

is not a true metric, since it does not fulfill the triangle

inequality but it is symmetric however, which is more

important for our purposes.

B. Text similarity

For retrieval purposes text is the prevalent media. Text

material is usually abundant and from a technical point of

view it is relatively easy to process. However, one must

not forget the user side of information retrieval. It is very

convenient for a person to type a couple of keywords

compared to providing relevant image or audio data. For

multimedia retrieval it is essential to provide the possibility

for text based queries, thus there is a need to accompany

video and image data with text. With video data, subtitles

are a good starting point for related text. Other more diverse

data like commentaries and scripts can be linked to a video

stream by association with the subtitles.

For modeling text we use a common approach of reducing

a document into a bag-of-words term vector. More precisely,

we have a set of words W in our text corpus C, consisting

of all words w ∈ W encountered. A document d ∈ C is a

(sparse) vector of length |W |, each term being the TFIDF

weight of the words w ∈ d.

TFIDFw∈d =
nw,d∑
w nw,d

log
|C|

|{d : w ∈ d}| , (5)

where nw,d is the frequency of word in a document. The

first part, term frequency, favors multiple occurrences of a

word in a document and the latter part, inverse document

frequency favors words that are rare in the corpus.

The similarity of two documents we use is the cosine

similarity

sim(d1, d2) =
d1 · d2

|d1||d2|
. (6)

In the setup above, a query is equivalent to a document.

Query words are turned into a vector the same way and

ranking documents by query is done with the cosine simi-

larity score between the query and documents.

C. Combining distances for retrieval

Different similarity measures that we have obtained so far

are not commensurable. In order to use them for retrieval,

one needs a way to combine them meaningfully. We want

to be able to use probabilistic tools as much as possible.

The distance measures that we obtain are not probabilities,

however.

Because of the non-commensurability of the distance mea-

sures we choose following procedure. We turn the distances

into zero-based rankings. The ranking of image x relative to

image x0 in facet f is denoted as rx0

f (x). Each ranking is

turned into a probability distribution by selecting a weighting

function W and normalizing the weights appropriately. This

is equal to assuming a shape of the distribution. An example

of a weighting function is a simple linear function

W (x) =
1

Zrx0

f (x) + Z
, (7)

where Z is a normalizing constant. Another example, pos-

sibly a better one, is using a Gaussian with variance v as

W (x) =
1

2
√

vπ
exp− 1

2v
rx0

f (x)2. (8)

Note that the weighting function is a Gaussian multiplied

by two since we only consider positive rankings.

The weak semantic distance D(x0, x1) between images

x0 and x1 is now calculated as a product of the distances

in each facet.

D(x0, x1) =
∏

f

df (x0, x1), (9)

where df (x0, x1) is the distance measure per facet.



D. On parameter selection

There are two parameters that one has to select in order to

use the similarity measure. These parameters are the variance

of the Gaussian blurring kernel in Eq. 2 and the shape of the

distribution that results from using the weighting function

(Eq. 7 or 8) with the rankings.

The selection of the variance of blurring kernel is not

critical. The reason for using the kernel is two-fold. First

we want do simple noise reduction on the images. This is

obtained already by using rather small variance. Second we

want to obtain some translation invariance by diminishing

the smaller details on images. As such this is related to the

scale selection in scale space theory. The scale selection is

discussed e.g. in [10].

There is no general rule for selecting the distribution

shape. The selection is most likely very domain specific.

For example the Gaussian distribution may be more natural

for video retrieval, since the video and possible text stream

contain discontinuities that a Gaussian with smaller variance

captures better. On the other hand there may be domains in

which the distance or similarity is naturally a linear function

relative to the facet specific syntactic distances. In this kinds

of domains the linear weighting may be beneficial. One is

not limited to the two presented distributions however.

III. EXPERIMENTS

We evaluated our similarity measures separately and to-

gether as a functioning multimedia retrieval system. The

evaluation of retrieval performance is hard however, since

there is no ground truth available and the retrieval needs

can vary a lot from user to user. In general, evaluating

the performance of complex multimedia retrieval systems

is a research question in its own right [12]. In our case

visually evaluating the image similarity measures is rather

easy, however.

For the experiments presented in this paper, we use

the episode “The Real Me” of the tv series Buffy the

Vampire Slayer with two sets of subtitles: regular English

subtitles and a director’s commentary track. As subtitles

mostly provide just spoken dialogue we added a transcript

of the episode written by a fan, describing also settings

and actions taking place. The subtitles and the commentary

track are associated to video frames with a ten seconds

window and frames that we analyze are taken with one

second interval. This results around 2500 image frames and

about 80 kilobytes of text. The transcript was aligned with

the time-stamped subtitles matching common dialogue using

bigram frequency fingerprints and dynamic programming.

The amount of text is still very low indeed but it is enough

to be used to measure the contextual similarity of image

frames.

For visual evaluation of the similarity measures separately

we estimated the pair-wise distances between the images

and visualized the results as a two-dimensional mapping.

Figure 1. Two dimensional visualization of the frames of a single episode
using the frame-associated text similarity as distance.

Figure 1 shows the distances when the image similarity is

calculated using only the associated text similarity measure.

Figure 2 shows the distances when using the syntactic image

distance measure. Figure 3 shows the distances when using

the contextual similarity (temporal distance between frames)

as distance. For the contextual distances we use the Gaussian

of Eq. 8 so the distances are not linear as can be seen

from the visualization. One can see that the text-based

measure captures surprisingly well also the visual similarity

of frames. The syntactic image similarity measure performs

also well as is expected and the contextual distances also

perform according to the hypothesis that frames close to

each other are more likely to be similar than frames further

apart. The most important observation is that the measures

differ considerably. This is important because we want to use

text similarity and contextual similarity to define the context

for syntactic image similarity. We can conclude that all our

similarity measures do work as expected.

For evaluating the retrieval performance of the methods

separately and together one can perform queries to multi-

media data and see if the results are reasonable given the

queries. Figures 4 and 5 show example queries when all

the facets are combined as explained in Section II-C. All

the results are rather nice. In Figure 4 all the images are

syntactically rather similar to the query image. Two of the

results show Buffy and the third one shows a male figure

in the middle of the frame, which is still nicely in line

with the hypothesis of weak semantics. The weak semantics

is a result of context deciding the discriminative syntactic



Figure 2. Two dimensional visualization of the frames of a single episode
using the syntactic image similarity as distance.

I + TXT p I + T p TXT + T p

0.117 ∼ 0 0.448 ∼ 0 0.196 ∼ 0

-0.044 0.027 0.448 ∼ 0 -0.028 0.157
-0.184 ∼ 0 0.448 ∼ 0 -0.199 ∼ 0

-0.078 ∼ 0 0.322 ∼ 0 0.033 0.105
0.055 0.006 0.322 ∼ 0 0.064 0.001
-0.078 ∼ 0 0.322 ∼ 0 0.118 ∼ 0

Table I
SPEARMAN RANK CORRELATION COEFFICIENTS AND ASSOCIATED

P-VALUES BETWEEN DIFFERENT RANKINGS OF THE QUERY RESULTS IN

FIGURES 4 AND 5. SYMBOLS I, TXT, T AND P DENOTE IMAGE

SIMILARITY BASED RANKINGS, TEXT SIMILARITY BASED RANKINGS,
TEMPORAL DISTANCE BASED RANKINGS AND THE P-VALUE

RESPECTIVELY. THE STATISTICAL SIGNIFICANCE IS HIGH FOR ALL BUT

TWO CORRELATION COEFFICIENTS IN THE TABLE.

features. The syntactic similarity is high also in examples in

Figure 5.

Visually inspecting the performance of similarity mea-

sures within different facets is good (see Figures 1, 2 and

3). The results are quite different, however. Since we are

dealing with rankings within each individual facet, it is inter-

esting to look at the differences between different rankings.

Because of space constraints it not possible to show more

visualizations. Another way of examining the differences

between rankings is estimating the rank order correlation

for each ranking between different facets and the rankings

produced by the combined similarity measure. Table I shows

the Spearman rank order correlation coefficient between the

similarity measures for each facet and Table II between the

combined similarity measure and the measures for individual

facets.

There is a strong correlation only between rankings based

Figure 3. Two dimensional visualization of the frames of a single episode
using a Gaussian envelope over the difference of frame ids with variance
500 as distance between frames. It can be seen that frames close to each
other tend to be similar. Placing frames on a straight line would not be
optimal visualization, since the distance measure is not linear.

Query:

+ + +

school graveyard fight

= = =

(a) (b) (c)

Figure 4. Three example queries with same image and different textual
part are shown above.

on the syntactic image similarity and the temporal similarity

of frames. This is expected, since it is more likely to find

similar frames that are temporally close to each other than

frames that appear far from each other. The correlation

between image- and text based rankings as well as between

text- and temporal similarity based rankings is rather low.

This is also evident if one observes Figures 1, 2 and 3 that

show the two-dimensional visualizations of the pair-wise

distances for each frame in every facet. All of them are

rather different but very intuitive and acceptable.



Syntactic image similarity Textual similarity Temporal similarity

Similarity Syntactic Semantic Contextual

Scope Is not limited by the frame Is not limited by the frame Favors the surroundings of the
position in stream. position in stream. syntactically most similar frame.

Have many discontinuities Quite continuous, the semantics of Very smooth but can go
Continuity as the camera angles and text change slower than low rather quickly depending

scenes change. the semantics of images. on the measure chosen.

Table III
SUMMARIZATION OF THE NATURE OF DIFFERENT SIMILARITY MEASURES FOR EACH FACET. EACH QUERY IS ASSUMED TO CONTAIN BOTH AN IMAGE

AND WORDS. CONTINUITY IN THE ABOVE TABLE DOES NOT MEAN STRICT MATHEMATICAL CONTINUITY BUT ABSENCE OF ABRUPT CHANGES IN THE

SIMILARITY VALUE.

Query:

+ + +

vampire mother morning

= = =

(a) (b) (c)

Figure 5. Three example queries with same image and different textual
part are shown above.

C + I p C + TXT p C + T p

0.180 ∼ 0 0.786 ∼ 0 0.174 ∼ 0

0.056 0.005 0.432 ∼ 0 -0.027 0.184
0.042 0.037 0.194 ∼ 0 -0.038 0.055
0.158 ∼ 0 0.427 ∼ 0 0.152 ∼ 0

0.099 ∼ 0 0.728 ∼ 0 0.026 0.190
0.047 0.020 0.435 ∼ 0 0.011 0.585

Table II
SPEARMAN RANK CORRELATION COEFFICIENTS AND ASSOCIATED

P-VALUES BETWEEN DIFFERENT RANKINGS OF THE QUERY RESULTS IN

FIGURES 4 AND 5. SYMBOLS C, I, TXT, T AND P DENOTE THE

RANKINGS WHEN ALL THE FACETS ARE COMBINED, IMAGE SIMILARITY

BASED RANKINGS, TEXT SIMILARITY BASED RANKINGS, TEMPORAL

DISTANCE BASED RANKINGS AND THE P-VALUE RESPECTIVELY. THE

STATISTICAL SIGNIFICANCE IS HIGH FOR ALL BUT THREE

CORRELATION COEFFICIENTS IN THE TABLE.

Table II shows the correlations between the rankings

based on the combined similarity measure and the sim-

ilarity measures per facet. For the example queries the

correlation of the combined similarity measure and the

text based similarity measure is very high and it is lowest

for the combined measure and the temporal measure. This

is again what one would expect and aim for, as text is

the easiest media to understand semantic information from

whereas the temporal distance between frames only serves

as an contextual aid. The syntactic image similarity is more

important for us than the temporal distance since we are

trying to estimate image similarity after all. The correlation

between the rankings from combined similarity measure and

the syntactic similarity measure is lower. This is because

the semantics of spoken dialogue change slower than the

associated image frames due to different camera angles and

scenes. Table III summarizes the different nature of each

similarity measure.

From the multimedia retrieval point of view it is also

worth looking at the scenes in the test episode that the result

images belong to. The scene for query 4(a) is related to

discussing who takes whom to school. The result for query

4(b) is the beginning of a scene in which Buffy and the

others go to a graveyard. The scene for query 4(c) is a fight

scene in which Buffy and others take part. The query 5(a)

results an image in the same scene that the query image

is from, 5(b) and 5(c) result a scene that happens in the

morning in which Buffy and her sister discuss with their

mother. One can argue that the results are reasonable.

IV. CONCLUSIONS AND FUTURE WORK

We have discussed the notion of weak semantics in the

context of images. The weak semantics of an image is

defined by the low level syntactic features and the contextual

discrimination of those features for implicit selection of the

important features. We have proposed a method for capturing

the weak semantics using a very simple syntactic distance

measure combined with contextual and textual (semantic)

distances.

We have evaluated the distance measures both separately

and combined, using multimedia retrieval from tv series

episodes as the task. The evaluation of distance measures

separately produced expected and satisfactory results. Com-

bining the distance measures and using the resulting weak

semantic distance measure for multimedia retrieval produced

also promising results. Unfortunately performing a more



systematic empirical study would be challenging as there

is no ground truth and common test data for this kind of

systems.

The main contributions of this paper are the results on

estimating the weak semantic distances of images. The

application of this distance measure to multimedia retrieval

is seen as a test bed for the method.

For future work we plan to try different syntactic dis-

tances with images, also combined with additional contex-

tual information. We also plan to use more sophisticated

text modelling techniques, e.g. statistical component models

instead of using simple cosine similarities. Using richer text

models would help us to overcome the problems caused by

the limited amount of available textual material, but this type

of approaches were left out of the scope of this paper. In

the future, we also plan to experiment with different kinds

of image-based multimedia data in the information retrieval

setting.
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