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Cross-Media Alignment of Names and Faces
Phi The Pham, Marie-Francine Moens, Member, IEEE and Tinne Tuytelaars

Abstract—In this paper we report on our experiments on
aligning names and faces as found in images and captions
of online news websites. Developing accurate technologies for
linking names and faces is valuable when retrieving or mining
information from multimedia collections. We perform exhaustive
and systematic experiments exploiting the (a)symmetry between
the visual and textual modalities. This leads to different schemes
for assigning names to the faces, assigning faces to the names, and
establishing name-face link pairs. On top of that, we investigate
generic approaches to the use of textual and visual structural
information to predict the presence of the corresponding entity
in the other modality. The proposed methods are completely unsupervised and are inspired by methods for aligning phrases and
words in texts of different languages developed for constructing
dictionaries for machine translation. The results are competitive
with state of the art performance on the ”Labeled Faces in the
Wild” dataset in terms of recall values, now reported on the
complete dataset, include excellent precision values, and show the
value of text and image analysis for identifying the probability
of being pictured or named in the alignment process.
Index Terms—Cross-media mining, image annotation.

I. I NTRODUCTION

I

N this paper, we address the challenge of aligning data
across different modalities. In particular, we focus on the
problem of aligning the names found in an image caption with
the faces found in the corresponding image and vice versa.
Such cross-media alignment brings a better understanding of
the cross-media documents as it couples the different sources
of information together and allows to resolve ambiguities
that may arise from a single media document analysis (e.g.
confusion between senior and junior George Bush). At the
same time, it builds a cross-media model for each person in
a fully unsupervised manner, which in turn allows to name
the faces appearing in new images (with or without caption)
or to show a picture of the people mentioned in new texts.
Because there are usually several names mentioned in the text
and several faces shown in the image (see figure 1), and not all
of the names have a corresponding face and vice versa, there
are many possible alignments to choose from, making crossmedia linking a non-trivial problem. However, analyzing a
large corpus of cross-media stories (images with captions) the
re-occurrence over and over again of particular face-name pairs
provides evidence that they might indeed be linked to the same
person. This is based on the assumption that the two modalities
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Fig. 1. Examples of stories each composed of an image and associated text.

are correlated at least to some extent - a reasonable assumption
for news stories where both modalities give a description of
the same event.
This problem has been studied before (e.g. [1], [2], [3], [4],
[5]). However, in earlier work the stress has always been on
assigning names to the faces in the images. Here, our aim is
to broaden this, exploiting the (a)symmetry between the two
modalities. In a first model, we assume that the names of the
text generate the faces in the image; in a second model we
assume that the faces in the image generate the names in the
text, and in a third model we consider the joint probability
of the names and faces in order to compute the alignment.
We use here a standard Expectation Maximization algorithm,
possibly augmented with a deterministic annealing component.
Additionally, because not all names of the text are equally
important and the same is true for the faces in the image, the
models are corrected and improved based on the estimated
salience information.
The remainder of this article is organized as follows. We
first describe related work, starting from alignment algorithms
in the broader context of aligning content for building translation dictionaries for multilingual texts, followed by related
research for linking multimodal information (section II). We
then discuss our methods, focusing on the different linking
schemes, the Expectation Maximization algorithm, the addition of salience information, initialization methods and the
deterministic annealing algorithm (sections III, IV and V).
The next section (section VI) discusses the dataset used in
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the experiments and the results. We conclude with the main
findings and ideas for future research.
II. R ELATED RESEARCH
Alignment or linking of information that has the same or a
similar meaning is not a novel task. For instance, in machine
translation one is interested in aligning sentences, phrases and
words across parallel texts in different languages. Parallel texts
or bi-texts are written in two or more languages and each text
is the exact translation of the other. Found alignments serve
as dictionary entries for machine translation. The first work in
this context is done by Brown et al. [6]. The general idea is
as follows. There are many possible alignments of a pair of
words in a pair of parallel sentences or other text segments,
although this is somewhat restricted by the fact that the content
expressed by the words follows a similar, but not exact linear
order in the parallel texts. In early work on alignment it was
found that evidence from multiple pairs of texts (i.e., candidate
alignments that redundantly occurred) helped in disambiguating and excluding certain hypotheses of alignment. When
looking at the specific technologies, the approach of [6] builds
a likelihood function of the alignment where the possible
alignments between a pair is controlled by a hidden variable.
The probabilities of the alignments is maximized by means
of the Expectation Maximization algorithm. This approach
has the advantage that it is completely unsupervised, but the
technique usually needs a large amount of training data to yield
accurate results. A good overview of this approach is given
by [7]. Additional ”contextual” knowledge of, for instance,
the cooccurrence patterns of words in one language (possibly
learned from a large corpus of documents) or the structural,
syntactic patterns in which words in a language occur improve
the correctness of the alignment (see e.g., [8], [9]). Once the
probabilities of the possible alignments are computed, the task
is to select the alignments that maximize these values. In case
of many possible combinations efficient algorithms for bipartite matching problems are used such as the min-cost maxflow algorithm [10], which can be implemented as a linear
programming task.
Recently, we witness an increasing research interest for
multimodal processing. For instance, gestures can complement
speech as the visual semantics of a discourse of conversation
and might help in a better understanding of the discourse [11].
Multimodal processing of images and text is another example. [12] link names and faces in TV video by integrating
information from subtitles, descriptions of the events by fans,
and identification when someone is speaking. [13] rely mostly
on the timing statistics between a name being mentioned and
his/her face being shown. For more diverse data sets with
more ambiguity, methods based on relevance models [14],
Hidden Markov Models [15], maximum entropy [16], multiple
instance learning [17] or latent aspect models [18] have been
proposed.
Probably most similar to our work is the work of Berg et
al. [1], [2]. They study the problem of linking the faces appearing in an image with the names mentioned in an associated
text. They represent the faces in a face appearance space based
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on kernelPCA and cluster them using a Gaussian mixture
model, where each component is assumed to correspond to
a specific person. The parameters of the Gaussian mixture
model are learnt together with the most probable assignments
between detected faces and detected names based on an
Expectation Maximization algorithm. Note how this scheme
is similar to the method proposed by Brown et al. [6] in the
context of machine translation. The same framework has also
been applied in the context of automatic image annotation (i.e.
linking image regions with keywords) by Duygulu et al. [19].
Our work is very similar in spirit. However, we use a
different face representation based on a 3D morphable model
that has been fit to the image and as such allows to remove
the effect of changes in pose and illumination. We avoid the
restricting assumption that all faces of a specific person are
Gaussian distributed. Instead, we vector quantize the face feature space and use a piecewise constant approximation of the
face distribution over these vector cells. Working with vector
quantized features to represent the faces brings the additional
advantage that now the textual (names) and visual (faces, or
actually face clusters) representations are quite similar and
both modalities can, to some extent, be interchanged. We do
not impose a one-to-one relation between these names and
face clusters though.
We generalize the framework of Berg et al. [1], [2], playing
with this intrinsic (a)symmetry between names and faces.
Different models are systematically proposed, depending on
the task and focus, to assign names to the faces, to assign
faces to the names, or to identify pairs of matching names
and faces.
Finally, we extend the framework by bringing in context
information, which we refer to as picturedness (the probability
that a person is actually in the corresponding picture, based
purely on textual information) and namedness (the probability
that a person is actually named in a text, based purely on
visual information). Berg et al. [1] also studied the likelihood
of being pictured based on textual cues (using an approach
different than ours), but did not include namedness.
A related problem consists of finding faces of a single
queried person by exploiting both images and captions. A
graph-based approach, where nodes correspond to faces and
edges connect highly similar faces, has been studied by Ozkan
et al. [5]. This method has later been refined by Guillaumin
et al. [3], who also extend the method to deal with the
multi-person naming problem and include a query expansion
step [20].
Finally, Jain et al. [4] proposed a scheme coined PeopleLDA. They incorporate context information from the text using
a topic model inspired by Latent Dirichlet Allocation [21].
Topics are anchored on a specific person, using the faces
as a guiding force. A story (image-text pair) is modeled
as a mixture of topics, where each topic has a prototypical
face associated to it, a distribution over words, as well as a
generative model for faces of the same identity. They do not
assume a Gaussian distribution for the faces, but instead use
a generative model of the differences in appearance of two
faces. This model is learnt beforehand, and the distribution
over the face space for a specific person is not updated after
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initialization. By including text information other than the
person’s name, they are able to assign the correct name even
when it is not mentioned in the associated text, a limitation
of all named entity based methods, including ours. In fact,
they do not use the person names at all, except for the
initialization (i.e., finding the prototypical faces). However,
in our experience, recognition of person names is relatively
reliable - at least compared to the face detection/description
steps, and it seems unwise not to use them.
III. P REPROCESSING
We focus on the text and the image that co-occur together.
We call such an image-text pair a story s. The stories are part
of a collection S. Each story si consists of a text tsi containing
Ni names and a picture psi containing Fi faces.
A. Preprocessing of the texts
1) Detection of person names: A first step is to recognize
person names in the text. We use a named entity recognizer
which is based on a maximum entropy classifier from the
OpenNLP package1 , which we augmented with a gazetteer
of names which were extracted from the Wikipedia2 website.
2) Clustering of the person names: In one text several
mentions (e.g., ”Al Gore”, ”former vice president”, ”he”)
might refer to the same person and form a coreference chain.
Within one text this noun phrase coreference resolution follows
the methods of the LingPipe3 package. To group mentions
of the same person across the stories, we use a dictionary
of variant names in combination with a clustering of the
coreference chains of a name, where the latter allows to resolve
mentions of the single word ”Bush” to ”George W. Bush” and
not to ”Laura Bush”. Then coreference chains of each text are
clustered with a hierarchical single link algorithm constrained
by a threshold cosine similarity for cluster membership.
B. Preprocessing of the images
1) Detection and description of faces: A parallel task
regards the detection and description of the faces in the images.
This is a challenging task under uncontrolled conditions,
due to the wide variability in face appearance – especially
because of changes in pose, illumination conditions, facial
expressions, and partial occlusions. First, faces are detected
using the OpenCV implementation of [22]. Next, we detect
facial features [12] and use these as initial pose estimation
for a 3D morphable face model [23] that is fitted to the
data. Using such a 3D morphable model allows to estimate
the pose and illumination parameters and to eliminate these
irrelevant sources of variability. Also partial occlusions can
be overcome this way. The model returns 40 person-specific
texture components and 40 person-specific shape components,
which together form the face descriptors used in this work.
Unfortunately, these components are still affected by changes
in facial expressions. As a result, assuming a Gaussian distribution in the face descriptor space seems inappropriate (but
this also holds for the face descriptors used in [1], [2], [3]).
1 http://opennlp.sourceforge.net/
2 http://en.wikipedia.org/
3 http://www.alias-i.com/lingpipe/

Fig. 2.

An example of assigning faces to the names.

2) Clustering of the faces: To ease the later alignment
and to increase the symmetry between both modalities, we
cluster the faces, similar to the name clustering described
above. The clustering of the faces groups similar faces based
on the obtained face descriptors. Finding twice the face of
the same person in an image is rare (although this might
happen when a photograph or mirror image of the face is
also present), so the clustering focuses on grouping faces
across images and two faces of the same image are not
allowed in the same cluster. We again use a hierarchical
agglomerative clustering algorithm and a cosine similarity
metric, more specifically Group Average Clustering (GAC)
with a predefined threshold of cluster membership similarity.
This is somewhat reminiscent of the approach taken by [5],
who find the densest component in a similarity graph of names
co-occurring with a particular query name – but note that we
cluster all faces simultaneously.
Ideally, this would yield a single face cluster per person
containing all the faces of that person and nothing else. In that
case, the problem could be reduced to aligning a small number
of names to a small number of face clusters. Unfortunately,
in practice, after clustering several people are present within
a single cluster, and the faces of a specific person are spread
over several clusters (e.g. due to different facial expressions).
IV. OVERVIEW OF THE DIFFERENT APPROACHES
A. Assigning faces to the names
One can think of the alignment of names and faces as the
problem of assigning suitable faces to the names. For instance,
given a text, the task could be to find a suitable illustration
for it. In this case a text with names generates an image with
faces. So, the task is to find a face f for a given name n.
In each image-text pair si , given Ni names, there are many
possible alignment schemes aj to assign Fi faces and a null
face to these names (see figure 2), from which we have to
choose the best one. The constraint for each alignment scheme
is that a face must be assigned only to one name, while the
null face can be assigned to any name. When estimating the
likelihood of an alignment scheme, the probability of a face
given a name, P (f |n), plays an important role.
B. Assigning names to the faces
We can also inverse the above asymmetric assignment and
assign names to the faces. For instance, given an image, the
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An example of assigning names to the faces.

Fig. 4.

task could be to describe the image content with text. In this
case an image with faces generates a text with names. So, the
task is to assign a name n to a given face f . This is the usual
way of looking at this problem, e.g. in the works of [1], [2],
[3]. In each image-text pair si , given Fi faces, there are again
many possible alignment schemes aj to assign Ni names and
a null name to these faces (see figure 3). The constraint for
each alignment scheme is that a name must be assigned only
to one face, while the null name can be assigned to any face.
When estimating the likelihood of an alignment scheme, the
probability of a name given a face, P (n|f ), plays an important
role.
C. Linking using the evidence of name-face co-occurrence
A stricter and more symmetric method is to use the joint
probability, P (f, n), instead of the conditional probabilities
P (f |n) or P (n|f ). P (f, n) represents the probability that a
certain name and a certain face co-occur. This can be obtained
by either using P (n|f ) or P (f |n):
P (f, n) = P (f |n)P (n) = P (n|f )P (f )

(1)

It could be interpreted as follows. We no longer assume
the names or faces to be given, but both are drawn from a
random distribution in one of the following ways. In a data
set (e.g., todays news) a name occurs with a certain prior
probability and given this name, we pick a face with a certain
probability; or when a prior probability of the occurrence of
a face is known, we pick a name to describe it. The prior
probability and how it is estimated has an important influence
on the result, compared to the likelihood functions discussed in
the previous sections. This could be considered as a Bayesian
approach, where the two previous ones are more frequentist
interpretations. In each image-text pair si , containing Fi faces
and Ni names, there are again many possible alignment
schemes aj to combine them. In this setting, a null name can
be assigned to any face except for the null face and a null
face can be assigned to any name except for the null name.
An example of joint names and faces alignment is shown in
figure 4.
D. Estimating the number of alignments of names and faces
Suppose story si consists of Ni names and Fi faces. Let
b = max(Ni , Fi ) and q = min(Ni , Fi ). We denote k = b − q.
The number of possible alignments between Ni names and Fi
faces is:

An example of using evidence of name-face co-occurence.

(P
#a(Ni , Fi ) =

 b!
b
q
l=k q−l+k l!

0

if Ni 6= 0 or Fi 6= 0,
otherwise.
(2)

E. Discussion
Obviously, the three alignment schemes described above
are closely related. Each alignment configuration following
one scheme can be transformed into an alignment following
a different scheme by adding or removing assignments to
the null name or null face. Nevertheless, it is important
to clearly distinguish between the different settings, as it
results in different initializations and normalizations during
the optimization and also affects the reported results.
V. L INKING NAMES AND FACES WITH AN EM ALGORITHM
For each story, we have to choose one alignment scheme
among all possible schemes. One way to solve this names and
faces matching problem is by implementing an Expectation
Maximization (EM) algorithm. Although the EM algorithm is
not guaranteed to converge to the optimal solution, it typically
yields a good solution for the alignment problem. A hidden
variable δi,j selects the most likely alignment scheme aj for
each story si . In practice, the δi,j are continuousP
variables
allowing for soft decisions, with the constraint that j δi,j =
1.
The EM iterates through two steps:
1) E-step: We estimate the likelihood of each alignment
scheme aj for each story si ; and
2) M-step: We update the probability distributions based on
the estimated alignments.
We design several likelihood functions according to the different approaches distinguished above, as explained in the
following sections.
A. Using P (f |n) for the alignment
We define the likelihood of the alignment scheme aj for
story si as follows:
Y
)
Ls(n→f
=
P (fσ(α) |nα )
(3)
i ,aj
α

where α is the index to the not null names in story si ; σ(α) is
the index to the faces (including the null face) assigned to these

IEEE TRANSACTIONS ON MULTIMEDIA

5

names, following the alignment scheme aj . The complete loglikelihood of all stories S is:
X X
)
δi,j log(L(n→f
(4)
si ,aj )
si ∈S aj ∈Ai

During the E-step, the Expectation-Maximization algorithm
updates δi,j as follows:
(n→f )

Lsi ,aj

δi,j = P

(n→f )

al ∈Ai

(5)

Lsi ,al

During the M-step the parameter P (f |n) is recomputed
using soft counts. We define two possible ways to perform
the updates in the M-step. First, the update can be performed
locally within one story:
P
aj ∈Ai δi,j m(aj (n) = f )
P
P (f |n) =
(6)
aj ∈Ai δi,j m(n, aj )
where Ai is the set of all possible alignment schemes in
story si ; m(aj (n) = f ) is 1, if the face f is assigned to
the name n in the alignment scheme aj , otherwise it is 0;
m(n, aj ) is 1, if the name n is assigned to a non-NULL face
in aj , otherwise it is 0.
Alternatively, the M-step can be computed by taking into
account all stories:
P
P
si ∈S
aj ∈Ai δi,j m(aj (n) = f )
P
P
P (f |n) =
(7)
si ∈S
aj ∈Ai δi,j m(n, aj )
where m(aj (n) = f ) is 1, if a face from the same face
cluster f is assigned to a name of the same name cluster n
in the link scheme aj , otherwise it is 0; m(n, aj ) is 1, if the
name n is assigned to a non-NULL face in aj , otherwise it is
0.
The M-step has yielded new probabilities for
P (f6=N U LL |n). For each story si we take into account
these updated probabilities to recompute P (fN U LL |n), so
that for each name the sum of the probabilities of its links to
faces including the null face is one.
B. Using P (n|f ) for the alignment
To design the alignment model using the information of how
names are assigned to the faces, we define the likelihood of
the alignment scheme aj for story si as follows:
Y
→n)
L(f
=
P (nσ(β) |fβ )
(8)
si ,aj
β

where β is the index to the not null faces in story si ; σ(β)
is the index to the names (including the null name) assigned
to these faces. The complete log-likelihood of all image-text
pairs S is:
X X
→n)
δi,j log(L(f
(9)
si ,aj )
si ∈S aj ∈Ai

(f →n)

δi,j = P

Lsi ,aj

(f →n)

al ∈Ai

(10)

Lsi ,al

During the M-step the parameter P (n|f ) is recomputed
using soft counts. Again, we define two possible ways to
perform the updates in the M-step. First, the update can be
performed locally within one story:
P
aj ∈Ai δi,j m(aj (f ) = n)
P
P (n|f ) =
(11)
aj ∈Ai δi,j m(f, aj )
where Ai is the set of all possible alignment schemes in story
si ; m(aj (f ) = n) is 1, if the name n is assigned to the face f
in the alignment scheme aj , otherwise it is 0; m(f, aj ) is 1, if
the face f is assigned to a non-NULL name in aj , otherwise
it is 0.
Alternatively, the M-step can be computed by taking into
account all stories:
P
P
si ∈S
aj ∈Ai δi,j m(aj (f ) = n)
P
P
(12)
P (n|f ) =
si ∈S
aj ∈Ai δi,j m(f, aj )
where m(aj (f ) = n) is 1, if a name of the same name
cluster n is assigned to a face of the same face cluster f in
the link scheme aj , otherwise it is 0; m(f, aj ) is 1, if the face
f is assigned to a non-NULL name in aj , otherwise it is 0.
The M-step has yielded new probabilities for
P (n6=N U LL |f ). For each story si we take into account
these updated probabilities to recompute P (nN U LL |f ), so
that for each face the sum of the probabilities of its links to
names including the null name is one.
C. Using P (n, f ) for the alignment
In this approach, the information of how names and faces
co-occur is used. The probability that the name n corresponds
to the face f , i.e. P (f, n) is defined using either the knowledge
of how faces are assigned to names (P (f |n)) or how names
are assigned to faces (P (n|f )) (See Equation 1). We define the
likelihood of the alignment scheme aj for story si as follows:
Y
)
L(n,f
=
(P (fσ(α) |nα )P (nα ))
si ,aj
α
Y
=
(P (nσ(β) |fβ )P (fβ ))

(13)

β

where α is the index to the not null names of story si ; σ(α)
is the index to the faces (including the null face) assigned to
these names α; β is the index to the not null faces of story
si ; σ(β) is the index to the names (including the null name)
assigned to these faces β. The complete log-likelihood of all
image-text pairs S is:
X X
)
δi,j log(Ls(n,f
)
(14)
i ,aj
si ∈S aj ∈Ai

During the E-step, the Expectation-Maximization algorithm
updates δi,j as follows:
(n,f )

During the E-step, the Expectation-Maximization algorithm
updates δi,j as follows:

δi,j = P

Lsi ,aj

al ∈Ai

(n,f )

Lsi ,al

(15)
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During the M-step: P (f |n) or P (n|f ) used to estimate the
likelihood L(n,f ) is updated according to the M-steps described in V-A and V-B respectively.
D. Use of a picturedness score

∗

In the case of a text that generates certain images, the
text might mention several distinct names, and, based on the
structure of the text, not all of them have the same probability
to occur in the image. We rank the person names of a story
according to their probability of being pictured Ppictured ,
following the approach of [24]. Taking this extra information
into account, we can redefine the likelihood of the alignment
scheme aj for story si as follows:
Y
∗
)
[P (picturedα |tsi )P (fσ(α) |nα )]
Ls(ni ,a→f
=
j
α,σ(α)6=N U LL

Y

[(1 − P (picturedα |tsi ))

α,σ(α)=N U LL

P (fN U LL |nα )]

are then given by the normalized area values. We modify the
likelihood function of the alignment scheme aj for a story si
as follows:
→n)
L(f
si ,aj

Y

=

[P (namedβ |psi )P (nσ(β) |fβ )]

β,σ(β)6=N U LL

Y

[(1 − P (namedβ |psi ))

β,σ(β)=N U LL

P (nN U LL |fβ )]

(17)

where β is the index over the faces of story si ; σ(β) is the
index over the names assigned to the faces. P (namedβ |psi ) is
the probability that a face is mentioned in the corresponding
text, given the image p of story si .
In addition, we can select faces from all faces detected in the
image of the story si by using a threshold namedness value.
In this way we reduce the possible alignments in a story.

(16)

where α is the index over names of story si ; P (picturedα |tsi )
is the probability that the name α appears in the image, given
the text t of story si .
We compute P (picturedα |tsi ) based on the salience of the
name, assuming salient names are more likely to occur in the
image. As in [24] we compute the salience score (ranging from
0 to 1) of a noun as a linear combination of the salience of
the noun in the discourse and in the syntactic dependency tree
of the sentence [25], where we learn the interpolation weights
from a small training set. In [24] also a visualness score is
computed, but for person names this always equals one.
We normalize the picturedness scores of all names in tsi ,
using an extra regularization term of 0.01 to avoid scores equal
to zero.
We hypothesise that the incorporation of picturedness factors into the likelihood function increases the accuracy of
the name-face alignment, especially for names and faces that
rarely occur in the dataset, resulting in a relatively unreliable
model for P (f |n) or P (n|f ).
In addition, we can select person names from all names
mentioned in the text of the story si by using a threshold picturedness value. In this way we reduce the possible alignments
in a story.

F. Use of namedness and picturedness using the evidence of
name-face co-occurrence
As the extension of the likelihood function L(n,f ) (equation
13), we incorporate the visualness values of names or namedness value of faces with the wish to increase the accuracy of
the names and faces association process.
We define the likelihood of the alignment scheme aj for
story si as follows (note that α and β range over not null
names and not null faces respectively):
Y
∗
,f ∗ )
L(n
=
[P (fσ(α) |nα )P (nα )
si ,aj
α,σ(α)6=N U LL

P (picturedα |tsi )P (namedσ(α) |psi )]
Y
[(1 − P (picturedα |tsi ))
α,σ(α)=N U LL
∗

,f
L(n
si ,aj

∗

)

P (fN U LL |nα )]
Y
=
[P (nσ(β) |fβ )P (fβ )
β,σ(β)6=N U LL

P (namedβ |psi )P (picturedσ(β) |tsi )]
Y
[(1 − P (namedβ |psi ))
β,σ(β)=N U LL

P (nN U LL |fβ )]

(18)

E. Use of a namedness score
Analogously, when an image generates a certain textual
description, not all persons seen in the image are even likely to
trigger a textual annotation. The largest faces in the image or
the faces that appear in the center of the image are more likely
to be described by names than small faces in the background.
Several appearance cues can be easily obtained from the
image: the sizes of the faces, the positions in the images
(left, right, center, top, bottom). A visual survey of a limited
set of images learned that the size of a face is an important
indicator of the probability that the face is named in the text.
Hence, to estimate the namedness scores for detected faces
in an image, we calculate their areas. The namedness scores

Again, we can select person names and faces in story si
by using a threshold picturedness value and namedness value,
which allows reducing the possible alignments in a story.

G. Initialization
To make EM converge to the local optimum, good initial
values for the distributions P (f |n), P (n|f ), P (f ) and P (n)
are essential. There are several initialization methods possible.
As before, we experimented with a scheme based on information from a single story, as well as a scheme taking all stories
into account.
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1) Initializing P (f |n) based on a single story: A first
possibility is to initialize P (f |n) locally based on a single
story. One could distribute P (f |n) uniformly based on the
number of possible asignments of faces to a given name n.
However, this is not a suitable initialization, since in this
case the likelihood of the different alignment schemes is not
differentiated enough to be improved by EM. All possible
alignment schemes get the same weight and as a result p(f |n)
will be the same for all faces and for all names, except for the
NULL face and NULL name. Instead, we choose to initialize
P (f |n) by the picturedness value of n.
P (fN U LL |n) is then computed as the complement to
1 of the picturedness P (pictured|n). For the not-NULL
faces, P (f6=N U LL |n) is assigned the P (pictured|n). Then all
P (f |n) are normalized.
2) Initializing P (n|f ) based on a single story: For the dual
case of assigning names to the faces, we can initialize P (n|f )
taking into account the namedness value of f following a
similar procedure as described above.
3) Initializing P (f |n) based on initial clustering: We have
already identified in the stories clusters of similar names and
clusters of similar faces that ideally each represent one person
name and one person face respectively, although in practice,
they will be mixtures of different people, especially for the
faces. We adapt the method proposed by Mori et al. [26],
where clustered segments of an image inherit all the words of
the text that co-occur with the image. In our case the segments
of the image correspond to the detected faces, while the words
correspond to the person names extracted from the text. More
specifically, we proceed as follows (see figure 5).
• Extract names and faces in every story si as explained in
section III;
• In each story, each name inherits all faces from the
corresponding image;
• Make name clusters from all texts as explained in section
III-A;
• The faces that are inherited by one name cluster are
grouped when they belong to one face cluster obtained
in III-B;
• The P (f |n) distributions are estimated by counting the
relative frequencies of the face clusters inherited by a
given name.
For the schemes based on initial clustering, there is still
the problem of estimating P (fN U LL |n), for which the name
and face clusters obtained by considering all the stories give no
information. The estimations are obtained by only considering
individual stories. The clusters have yielded probabilities for
P (f6=N U LL |n). For each story si we take into account these
probabilities to compute P (fN U LL |n), so that for each name
the sum of the probabilities of its links to faces including the
null face is one.
4) Initializing P (n|f ) based on initial clustering: Estimating P (n|f ) is similar to estimating P (f |n), except that
references to names and faces and to their clusters are switched
in the above algorithm.
5) Initializing P (n) and P (f ): Given the name clusters
obtained in section III-A, P (n) is computed by maximum
likelihood estimation of the occurrence of a name among
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Fig. 5. Concept of the initialization method for estimating P (f |n) where
the initialization is based on the initial clustering.

all names in the collection. Given the face clusters obtained
in section III-B, P (f ) is computed by maximum likelihood
estimation of the occurrence of a face among all faces in the
collection.
H. Variant model: Deterministic annealing
The Expectation Maximization algorithm used for computing the likelihood of the alignments has the disadvantage that
during its iterative computation it might get stuck in a local
maximum. There are alternatives to the EM algorithm that
improve the local maxima situation at the expense of slower
convergence. An example is deterministic annealing [27].
The application of the EM described in the previous sections
can be seen as an optimization problem, where the loss
function is the negation of the likelihood function. Each
iteration of the EM represents a hill-climbing algorithm in
the parameter space that locally minimizes this loss. We can
use an annealing like process for finding a low-loss model.
We can rewrite the E-step of Equation 15 that updates δi,j as
follows:
(n,f )
[Lsi ,aj ]γ
δi,j = P
(19)
(n,f ) γ
l∈Ai [Lsi ,al ]
When γ is 1, Eq. 19 equals 15, but there might be many
local maxima. When γ is very small and close to zero, the
influence of the data in the E-step is almost negligible. While
raising the value of γ (or lowering the temperature 1/γ in
the annealing metaphor), the influence of the data becomes
stronger. Eventually when γ becomes 1, we hope to have found
a highly probable and good local maximum.
Compared to the EM, the convergence of the annealing
model is much slower, when the temperature is reduced very
slowly, but the model found might be more accurate.
I. Computing the most likely alignment scheme
The EM and deterministic annealing algorithms are iterated
until the value of the complete log likelihood function for all
stories S no longer increases. Then, for each story si , the
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H(O)

= −

|O|
X

P (Oi )logP (Oi )

i=1
|O|

= −

X |Oi |
i=1

H(G)

=

−

|G|
X

D

log(

|Oi |
)
D

(22)

P (Gj )logP (Gj )

j=1

=

−

|G|
X
|Gj |
j=1

Fig. 6.

Distribution of names and faces over all stories.

alignment scheme aj among the possible alignment schemes
is chosen for which the corresponding δi,j is maximum.
VI. E XPERIMENTS
In this section, we experimentally evaluate and compare the
different models we have proposed. To gain further insight, we
also evaluate the accuracy of the face and name clusters we
use. But first, we discuss the evaluation criteria used.

A. Evaluation specifics
We evaluate the goodness of the name and face clusters
with the Normalized Mutual Information (NMI) metric [28].
D is the total number of names (faces) grouped into a set
of clusters. Oi represents a system generated cluster. Gj
represents a ground truth cluster. The quality of the name
(face) clusters is now estimated as how much information
O = Oi and G = Gj share (NMI):
M I(O; G)
N M I(O, G) = p
H(O)H(G)

(20)

M I(O; G) is the mutual information between O and G:

M I(O; G)

=

|O| |G|
X
X

P (Oi ∩ Gj )log(

i=1 j=1

=

|O| |G|
X
X |Oi ∩ Gj |
i=1 j=1

D

P (Oi ∩ Gj )
)
P (Oi )P (Gj )

D|Oi ∩ Gj |
log(
) (21)
|Oi ||Gj |

where P (Oi ), P (Gj ) and P (Oi ∩ Gj ) are the probabilities
that a name (face) belongs to Oi , Gj and the intersection of
them, respectively.
H(O), H(G) are the entropy of O and the entropy of G
respectively:

D

log(

|Gj |
)
D

(23)

To evaluate our names and faces alignment results, we
use Precision, Recall and F1 . For each likelihood type, we
consider the ground truth links and compute the recall R and
precision P of the automatically generated links. Recall is
defined as the percentage of correct links found and precision
as the percentage of links found that are correct. We combine
2RP
recall and precision into the F1 measure computed as R+P
.
We can compute these values including assignment to NULL
names or/and NULL faces (referred to in the tables below
as ”Evaluation including null name and null face”), or we
can only consider the links between genuine names and faces
(referred to in the tables below as ”Evaluation excluding null
name and null face”).
In the literature [1], [2] the accuracy of the links between
a name in the text and a face in the image is defined as
the percentage of correct links found, which actually equals
recall. Note that real accuracy can only be measured, if all
detections of names and faces are correct (in that case recall
equals precision and also accuracy), which is not the case in
our setting. We make errors in the name and face detection,
generate spurious names or faces, or miss names or faces.
In the tables below, we evaluate the performance of the
alignment after the initialization of each likelihood function
and the selection of the most likely alignment scheme. We
compare the different initialization schemes discussed above.
In addition, the accuracy results are also computed after
convergence of the EM algorithm. We can update the EM
based on information in one story or on information across
stories. It is possible that running the EM does not improve the
performance. The individual probabilities can be updated so
that some alignment schemes become more probable, however
the overall F1 measure might drop.
B. Data set
For our evaluation, we use the complete ”Labeled Faces in
the Wild” dataset [29] augmented with groundtruth annotations. This dataset originally consists of 11820 stories.
After the process of face detection on images, faces with
size less than 24 × 24 pixels or with low model fitting
confidence are eliminated. Similarly, after the process of name
detection, names with picturedness equal to zero are deleted.
Finally, all stories with at least one face and one name are
kept. This yields 10977 stories, each containing on average
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1.97 person names and 1.32 faces with a standard deviation of
0.0095 and 0.0057 respectively. The distribution of the person
names and faces in the dataset is shown in figure 6. There
are 8038 stories with only one face. The average number of
person names in the texts accompanying the one-face images
is 1.82. The set with stories of which the images have more
than one face have an average number of names of 2.36. There
are 5637 ground truth face clusters and 8878 name clusters.
The number of links between names in the texts and faces in
the images is 12304, which gives an average of 1.12 links per
story with a standard deviation of 0.0048.
C. Roadmap of the experiments
We first evaluate the preprocessing and more specifically the
name and face detection, and the name and face clustering. We
then perform different experiments with the purpose of testing
the different likelihood functions, initialization methods, the
improvements by applying the EM and the deterministic
annealing algorithm. First, we initialize the probabilities of
the likelihood functions based on the information that we
have in one story, compute the performance of the alignment
with highest likelihood based on these initial probabilities,
and assess the performance after applying the EM algorithm
only using the information of a single story. Secondly, we
assess the performance, but now considering all the stories
(i.e., name and face clusters) both for the initialization and the
iterative updates of the EM. Thirdly, we use this latter setting
to combine the EM with a deterministic annealing algorithm.
A simple baseline randomly chooses an alignment scheme for
each story and obtains in a trial of 1000 random runs maximum
40% F1 measure.
D. Preprocessing
Before removing names with a low picturedness value, the
F1 measure of the person name recognition equals 91.79%
for the complete ”Labeled Faces in the Wild ” dataset. After
removal there are 21593 names clustered into 8945 name
clusters. The removal of names with low picturedness value
did not substantially affect the F1 measure of the person
name recognition resulting in 91.99%. Sometimes names of
organizations are wrongly detected as person names. The
normalized mutual information (NMI) between the obtained
name clusters and the ground truth name clusters is 70.95%
There are different factors that affect the quality of the name
clusters. As shown with the above person name recognition,
we make some errors in the recognition. These are due to
ambiguous names (e.g., ”Camp David” or ”Calif.” (California)
recognized as a person). In addition names are sometimes
written differently, which we not always identify with our
cross-document coreference resolution.
Before removing faces with a low namedness value or
with low confidence of the fitted 3D model value, the F1
measure of the face detection equals 91.01% for the complete
”Labeled Faces in the Wild ” dataset. Removing faces with low
namedness value or with low confidence of the fitted 3D model
slightly decreases the F1 measure of the face detection resulting in 90.87%. In our experiment a cosine similarity threshold
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of 0.6 (set empirically based on a small validation set) was
used to cluster the face descriptors. After preprocessing there
are 14534 faces clustered into 6323 face clusters. The obtained
face clusters contain quite some noise, since many faces are
wrongly grouped compared to the ground truth clusters. The
normalized mutual information (NMI) between the obtained
face clusters and the ground truth face clusters is only 55.84%.
E. Extra constraint
For these results, we assume that in our dataset there is a
minimum correlation between names of the texts and faces of
the image, i.e., not all faces are assigned to null name and
not all names are assigned to null face. Consequently for all
alignment models, we reduce the ambiguitiy by ignoring this
special assignment scheme where all names are assigned to
null face and all faces are assigned to null name. We still use
the F1 measures as described in the previous paragraph as
this heuristic does not affect the number of names or faces
that have to be assigned respectively a face or name. For
datasets that lack this correlation, our heuristic could harm
the performance results.
F. Applying the EM algorithm: Initialization and maximization only considering individual stories
In this case we have initialized P (f |n) and P (n|f ) by
considering respectively the picturedness and namedness as
the initial probability. In this case we do not consider likelihood types L(n∗→f ) , L(f ∗→n) , L(n∗,f ∗) using P (f |n) and
L(n∗,f ∗) using P (n|f ), as we would apply the picturedness or
namedness factor redundantly. The EM algorithm is applied
by considering the possible alignments within one story. The
name and face clusters are used neither for the initialization,
nor for the maximization.
The results of the name-face alignment in recall, precision
and F1 measure after the initialization and after applying the
EM algorithm are presented in table I.
After initialization, the results are already pretty good (71.09
% F1 measure when excluding null name and null face),
thanks to the namedness and picturedness, and thanks to the
selection of the alignment scheme with maximum likelihood.
From a statistical point of view, the EM process will learn to
link a name to a face more precisely, if it has more examples
of name-face co-occurrence. In this experimental setting, the
alignment EM is just run inside the story, where the names and
faces occur once, hence it is hard to increase the alignment
performance. It is thus not surprising that the EM does not
improve the results of the best initialization scheme results.
The difference between the different likelihood schemes are
small and statistically insignificant. Starting from namedness
or starting from picturedness seems to work equally well.
G. Applying the EM algorithm: Iniatilization considering individual stories and maximization considering all stories
In this case, the local P (f |n) and P (n|f ) distributions will
be initialized in each story by using the picturedness of the
names and the namedness of the faces. Then the global P (f |n)
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(a) Recall, precision and F1 measure of the evaluation including null name and null face.
After initialization
After applying EM
Likelihood type
P
R
F1
P
R
F1
L(n→f )
69.08%
71.87%
70.44%
67.82%
70.56%
69.17%
L(f →n)
69.13%
71.92%
70.49%
66.53%
69.22%
67.85%
L(n,f ) using P (f |n)
69.07%
71.86%
70.43%
67.88%
70.62%
69.23%
L(n,f ) using P (n|f )
69.13%
71.92%
70.49%
66.56%
69.25%
67.87%
(b) Recall, precision and F1 measure of the evaluation excluding null name and null face.
After initialization
After applying EM
Likelihood type
P
R
F1
P
R
F1
L(n→f )
74.23%
68.04%
71.00%
72.45%
66.42%
69.30%
L(f →n)
74.32%
68.13%
71.09%
72.03%
66.03%
68.89%
L(n,f ) using P (f |n)
74.25%
68.07%
71.03%
72.47%
66.43%
69.32%
L(n,f ) using P (n|f )
74.32%
68.13%
71.09%
72.03%
66.07%
68.94%
TABLE I
R ECALL , PRECISION AND F1 MEASURE OF THE NAME - FACE ALIGNMENT IN THE L ABELED FACES IN THE W ILD DATASET WITH INITIALIZATION OF
P (f |n) AND P (n|f ) USING THE PICTUREDNESS AND NAMEDNESS AND MAXIMIZATION WITHIN EACH STORY.

and P (n|f ) distributions will be obtained by using the face and
name clusters. The EM algorithm is applied by considering all
possible alignments over all stories.
The alignment performance in terms of recall, precision and
F1 measure with initialization considering individual stories
and maximization considering all stories is shown in table II.
Compared to the case where the alignment process just
runs locally within one story, here it covers all stories, hence
benefits from more name-face co-occurrence examples. If the
quality of the examples is high, the name-face alignment
performance is improved. Otherwise, these examples might
give more noise to the alignment learning process making the
final results worse. There is some improvement by using information from all the stories when applying the EM compared
with applying the EM with only information within a story, but
the results cannot beat the already good initialization results
of 71.09% F1 measure (L(n,f ) ) based on picturedness and
namedness.
A general phenomenon when initializing the probabilities
with the information contained in one story is that recall is
usually higher than precision when taking into account the null
names and null faces, while when only looking at the links
between genuine names and faces, precision is higher than
recall, meaning that links between genuine names and faces
are rather correctly found, while not all of them are found.
This could point to an initially too high probability to links
that include null faces or null names. This pattern remains after
applying the EM. When we initialize the probabilities based
on all stories described in the next section, this bias seems to
disappear.
H. Applying the EM algorithm: Initialization and maximization considering all stories
With these experiments we gain additional insights.
The results of the name-face alignment in terms of accuracy
after the initialization considering the name and face clusters
over all stories and after applying the EM algorithm are presented in table III. Because we do not initialize per story, we
exclude initializations based on picturedness and namedness.

With regard to the issue of determining the best likelihood
function, we witness the same effect as described in the
previous section. It is easier to correctly assign faces to names
(L(n→f ) and L(n,f ) using P (f |n)) than vice versa (L(f →n)
and L(n,f ) using P (n|f )), at least when not integrating
picturedness and namedness values. This might be explained
by the quality of the name and face clusters that contribute to
good name clusters and face clusters of less quality. When
only evaluating the alignment between genuine names and
faces, the performance increases as we have also witnessed in
the previous sections, following the same trends of likelihood
types performance.
Our best results for linking names and faces and excluding
null name and null face in this experiment are obtained by
applying the likelihood type L(n∗,f ∗) (F1 -measure of 72.23%)
after applying the EM algoritm. In this likelihood type P (n|f )
is weighted by the picturedness and namedness values, confirming the value of an initial analysis for cues of picturedness
and namedness.
For the next results reported we use the initialization based
on the name and face clusters and updating via the EM
algorithm based on all stories.
If we run our algorithm with perfect name and face clusters,
we obtain accuracy results as shown in table IV. Note that
because we might lack picturedness and namedness values for
the ground truth names and faces, the results of the likelihood
functions that include these values can not be shown. We can
see that the alignment algorithms obtain very high F1 measures
(up to 91.18% for the L(n,f ) likelihood types), when we have
correctly detected names and faces. The errors are now only
due to the ambiguity of the alignment, for which we have too
few evidence in the complete data set to resolve it.
Above we saw that in many stories ”Labeled Faces in the
Wild” dataset only one face is pictured, while in relatively
few stories we see more than one person in the photograph.
In table V give the recall, precision and F1 measure of the
name face linking in a subset of the dataset containing one
face (up to 88.19% F1 measure when considering genuine
names and faces and using the likelihood type L(n∗,f ∗) ). The
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(a) Recall, precision and F1 measure of the evaluation including null name and null face.
After initialization
After applying EM
Likelihood type
P
R
F1
P
R
F1
L(n→f )
69.08%
71.87%
70.44%
69.11%
71.26%
70.17%
L(f →n)
69.13%
71.92%
70.49%
68.09%
70.15%
69.11%
L(n,f ) using P (f |n)
69.07%
71.86%
70.43%
69.21%
71.37%
70.28%
L(n,f ) using P (n|f )
69.13%
71.92%
70.49%
67.92%
69.97%
68.93%
(b) Recall, precision and F1 measure of the evaluation excluding null name and null face.
After initialization
After applying EM
Likelihood type
P
R
F1
P
R
F1
L(n→f )
74.23%
68.04%
71.00%
73.12%
68.34%
70.65%
L(f →n)
74.32%
68.13%
71.09%
72.83%
68.19%
70.43%
L(n,f ) using P (f |n)
74.25%
68.07%
71.03%
73.13%
68.34%
70.66%
L(n,f ) using P (n|f )
74.32%
68.13%
71.09%
72.62%
68.01%
70.24%
TABLE II
R ECALL , PRECISION AND F1 MEASURE OF THE NAME - FACE ALIGNMENT IN THE L ABELED FACES IN THE W ILD DATASET WITH INITIALIZATION OF
P (f |n) AND P (n|f ) USING THE PICTUREDNESS AND NAMEDNESS AND MAXIMIZATION CONSIDERING ALL STORIES .

(a) Recall, precision and F1 measure of the evaluation including null name and null face.
After initialization
After applying EM
Likelihood type
P
R
F1
P
R
F1
L(n→f )
69.27%
66.39%
67.79%
69.06%
68.03%
68.54%
L(f →n)
69.29%
66.39%
67.81%
68.79%
66.59%
67.67%
L(n,f ) using P (f |n)
69.33%
66.44%
67.85%
69.61%
68.55%
69.07%
L(n,f ) using P (n|f )
69.26%
66.46%
67.83%
68.63%
66.67%
67.64%
L(n∗→f )
67.82%
70.32%
69.05%
73.01%
68.77%
70.82%
L(f ∗→n)
67.55%
69.83%
68.67%
67.77%
70.05%
68.89%
L(n∗,f ∗) using P (f |n)
69.69%
72.47%
71.05%
74.73%
70.39%
72.50%
L(n∗,f ∗) using P (n|f )
69.79%
72.55%
71.14%
69.89%
72.62%
71.23%
(b) Recall, precision and F1 measure of the evaluation excluding null name and null face.
After initialization
After applying EM
Likelihood type
P
R
F1
P
R
F1
L(n→f )
65.64%
70.62%
68.04%
68.20%
69.84%
69.01%
L(f →n)
65.62%
70.64%
68.03%
66.10%
69.88%
67.94%
L(n,f ) using P (f |n)
65.68%
70.67%
68.08%
68.55%
70.25%
69.39%
L(n,f ) using P (n|f )
65.79%
70.64%
68.13%
66.39%
69.74%
68.02%
L(n∗→f )
72.45%
66.91%
69.57%
66.63%
73.81%
70.03%
L(f ∗→n)
72.53%
67.43%
69.88%
72.79%
67.68%
70.14%
L(n∗,f ∗) using P (f |n)
75.28%
69.07%
72.04%
68.58%
75.98%
72.09%
L(n∗,f ∗) using P (n|f )
75.29%
69.13%
72.08%
75.42%
69.31%
72.23%
TABLE III
R ECALL , PRECISION AND F1 MEASURE OF THE NAME - FACE ALIGNMENT IN THE L ABELED FACES IN THE W ILD DATASET WITH INITIALIZATION OF
P (f |n) AND P (n|f ) USING THE NAME AND FACE CLUSTERS OBTAINED FROM ALL STORIES AND MAXIMIZATION CONSIDERING ALL STORIES .

results are in line with what we expect given there are less
possible alignments.
The results of the linking of names and faces where an
image contains at least two faces are shown in table VI.
Given a higher number of alignment possibilities, the approach
is less performant. The best results again are obtained by
applying the likelihood type L(n∗→f ) (F1 -measure of 47.89%
when considering real names and faces) after applying the EM
algorithm, evidencing once more the value of the picturedness
of person names obtained from the texts and namedness of
faces obtained from the images.
I. Alignment with deterministic annealing
We combined the EM algorithm with a deterministic annealing scheme discussed in section V-H. We initialize γ to

0.02 and at each iteration we increase γ by a multiplicative
factor of 1.01 until γ = 1. We run 1 iteration of the EM at
each temperature setting.
The results of the annealing on the full dataset are given in
table VII (we initialize based on the name and face clusters and
update the M-step of the EM algorithm based on all the stories). We see a slight improvement compared to our previous
best results in Table III. We attain 72.23% F1 measure considering genuine names and faces with likelihood type L(n∗,f ∗)
using P (f |n) and 72.33% F1 measure considering genuine
names and faces with likelihood type L(n∗,f ∗) using P (n|f ).
This again stresses the importance of the picturedness and
namedness values. Likelihood types L(n∗,f ∗) using P (f |n)
and L(n∗,f ∗) using P (n|f ) are in some way still asymmetric
functions. We symmetrize them by taking the intersection
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(a) Recall, precision and F1 measure of the evaluation including null name and null face.
After initialization
After applying EM
Likelihood type
P
R
F1
P
R
F1
L(n→f )
85.19%
88.96%
87.04%
85.45%
89.30%
87.33%
L(f →n)
85.19%
88.96%
87.04%
85.45%
89.30%
87.33%
L(n,f ) using P (f |n)
85.19%
88.96%
87.04%
85.26%
89.12%
87.15%
L(n,f ) using P (n|f )
85.22%
89.03%
87.08%
85.20%
89.09%
87.10%
(b) Recall, precision and F1 measure of the evaluation excluding null name and null face.
After initialization
After applying EM
Likelihood type
P
R
F1
P
R
F1
L(n→f )
93.08%
88.96%
90.98%
93.52%
89.30%
91.36%
L(f →n)
93.08%
88.96%
90.98%
93.54%
89.30%
91.38%
L(n,f ) using P (f |n)
93.08%
88.96%
90.98%
93.34%
89.12%
91.18%
L(n,f ) using P (n|f )
93.19%
89.03%
87.08%
93.37%
89.10%
91.18%
TABLE IV
R ECALL , PRECISION AND F1 MEASURE OF THE GROUND TRUTH NAMES - GROUND TRUTH FACES ALIGNMENT IN THE L ABELED FACES IN THE W ILD
DATASET WITH INITIALIZATION OF P (f |n) AND P (n|f ) USING THE NAME AND FACE CLUSTERS OBTAINED FROM ALL STORIES AND MAXIMIZATION
CONSIDERING ALL STORIES .

(a) Recall, precision and F1 measure of the evaluation including null name and null face.
After initialization
After applying EM
Likelihood type
P
R
F1
P
R
F1
L(n→f )
85.24%
82.27%
83.73%
85.30%
82.33%
83.79%
L(f →n)
85.24%
82.27%
83.73%
85.24%
82.27%
83.73%
L(n,f ) using P (f |n)
85.20%
82.23%
83.69%
85.49%
82.51%
83.97%
L(n,f ) using P (n|f )
85.24%
82.27%
83.73%
85.24%
82.27%
83.73%
L(n∗→f )
87.09%
84.06%
85.55%
87.04%
84.01%
85.49%
L(f ∗→n)
85.24%
82.27%
83.73%
85.24%
82.27%
83.73%
L(n∗,f ∗) using P (f |n)
87.01%
83.98%
85.47%
86.94%
83.91%
85.40%
L(n∗,f ∗) using P (n|f )
87.48%
84.44%
85.93%
87.48%
84.44%
85.93%
(b) Recall, precision and F1 measure of the evaluation excluding null name and null face.
After initialization
After applying EM
Likelihood type
P
R
F1
P
R
F1
L(n→f )
85.35%
88.98%
86.07%
83.42%
89.04%
86.14%
L(f →n)
85.35%
88.98%
86.07%
83.35%
88.98%
86.07%
L(n,f ) using P (f |n)
83.32%
88.94%
86.04%
83.58%
89.22%
86.31%
L(n,f ) using P (n|f )
85.35%
88.98%
86.07%
83.35%
88.98%
86.07%
L(n∗→f )
85.05%
90.78%
87.82%
84.99%
90.73%
87.77%
L(f ∗→n)
85.35%
88.98%
86.07%
83.35%
88.98%
86.07%
L(n∗,f ∗) using P (f |n)
84.97%
90.70%
87.74%
84.91%
90.64%
87.68%
L(n∗,f ∗) using P (n|f )
85.41%
91.17%
88.19%
85.41%
91.17%
88.19%
TABLE V
R ECALL , PRECISION AND F1 MEASURE OF THE NAME - FACE ALIGNMENT IN THE L ABELED FACES IN THE W ILD DATASET WITH STORIES CONTAINING
ONE FACE .

of the aligned genuine names and faces generated by both
likelihood functions. This allows us to boost the precision of
the alignment up to 77.21%. High precision alignments might
be useful for constructing ”name-face dictionaries”.
VII. G ENERAL ASSESSMENT OF OUR METHODS AND
FUTURE RESEARCH

Berg et al. [1] selected 1000 faces randomly from the ”Labeled faces in the wild” dataset and evaluated the correctness
of the assignment of the names to these faces. The authors
report a 67% accuracy when no language information from
the text was used, and 77% accuracy when in each step of
the EM iteration a better language model was learned. What
the authors call ”accuracy” is actually recall (i.e., percentage

of correct links found). We performed the experiment of
selecting 1000 faces randomly in the Labeled Faces in the
Wild dataset 2000 times using our best alignment method (i.e.,
likelihood function L(n∗,f ∗) initialization and EM augmented
with deterministic annealing considering all stories) resulting
in recall scores that often exceed the results cited by Berg et
al. [1]. The distribution of our results is shown in figure 7.
In this distribution, the minimum and maximum recall are
71% and 81%, respectively. The average accuracy and standard
deviation are 77% and 1.29%. Note, that [1] do not evaluate
all links in one story, neither all stories from the Faces in the
Wild dataset. Instead, they randomly select ground truth faces
in the dataset and evaluate the accuracy (recall) of the names
assigned. Our best results give a performance considering the
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(a) Recall, precision and F1 measure of the evaluation including null name and null face.
After initialization
After applying EM
Likelihood type
P
R
F1
P
R
F1
L(n→f )
39.30%
37.08%
38.16%
41.65%
42.37%
42.01%
L(f →n)
39.21%
36.96%
38.05%
39.04%
37.83%
38.42%
L(n,f ) using P (f |n)
39.25%
37.02%
38.10%
41.56%
42.27%
41.91%
L(n,f ) using P (n|f )
39.09%
36.99%
38.01%
39.03%
38.14%
38.58%
L(n∗→f )
38.72%
45.02%
41.63%
46.01%
41.47%
43.62%
L(f ∗→n)
40.46%
46.81%
43.41%
41.06%
47.51%
44.05%
L(n∗,f ∗) using P (f |n)
43.92%
51.40%
47.37%
51.05%
46.02%
48.41%
L(n∗,f ∗) using P (n|f )
43.60%
51.01%
47.01%
44.05%
51.51%
47.48%
(b) Recall, precision and F1 measure of the evaluation excluding null name and null face.
After initialization
After applying EM
Likelihood type
P
R
F1
P
R
F1
L(n→f )
36.71%
40.19%
38.38%
40.53%
38.92%
39.71%
L(f →n)
36.65%
40.18%
38.33%
36.98%
38.77%
37.85%
L(n,f ) using P (f |n)
36.67%
40.16%
38.33%
40.16%
38.58%
39.36%
L(n,f ) using P (n|f )
36.59%
39.88%
38.17%
37.08%
38.33%
37.70%
L(n∗→f )
39.89%
27.75%
32.73%
39.54%
46.31%
42.66%
L(f ∗→n)
45.00%
31.78%
37.25%
46.10%
32.53%
38.14%
L(n∗,f ∗) using P (f |n)
49.71%
33.89%
40.30%
44.39%
51.99%
47.89%
L(n∗,f ∗) using P (n|f )
49.06%
33.47%
39.79%
49.86%
34.08%
40.48%
TABLE VI
R ECALL , PRECISION AND F1 MEASURE OF THE NAME - FACE ALIGNMENT IN THE L ABELED FACES IN THE W ILD DATASET WITH STORIES CONTAINING AT
LEAST TWO FACES .

(a) Recall, precision and F1 measure of the evaluation including null name and null face.
After initialization
After applying EM
Likelihood type
P
R
F1
P
R
F1
L(n→f )
69.30%
66.42%
67.83%
69.03%
67.99%
68.51%
L(f →n)
69.29%
66.39%
67.81%
68.71%
66.54%
67.61%
L(n,f ) using P (f |n)
69.30%
66.42%
67.83%
69.25%
68.21%
68.72%
L(n,f ) using P (n|f )
69.29%
66.38%
67.80%
68.66%
66.70%
67.67%
L(n∗→f )
68.10%
70.62%
69.34%
73.12%
68.87%
70.93%
L(f ∗→n)
67.55%
69.83%
68.67%
67.62%
69.90%
68.74%
L(n∗,f ∗) using P (f |n)
69.99%
72.79%
71.36%
74.90%
70.56%
72.66%
L(n∗,f ∗) using P (n|f )
69.77%
72.53%
71.12%
69.99%
72.73%
71.33%
(b) Recall, precision and F1 measure of the evaluation excluding null name and null face.
After initialization
After applying EM
Likelihood type
P
R
F1
P
R
F1
L(n→f )
65.66%
70.64%
68.06%
68.21%
69.86%
69.03%
L(f →n)
65.62%
70.64%
68.03%
66.08%
69.82%
67.89%
L(n,f ) using P (f |n)
65.66%
70.64%
68.06%
68.55%
70.21%
69.37%
L(n,f ) using P (n|f )
65.61%
70.63%
68.02%
66.39%
69.74%
68.02%
L(n∗→f )
72.75%
67.18%
69.86%
66.81%
74.01%
70.22%
L(f ∗→n)
72.54%
67.43%
69.89%
72.55%
67.43%
69.89%
L(n∗,f ∗) using P (f |n)
75.59%
69.36%
72.34%
68.72%
76.12%
72.23%
L(n∗,f ∗) using P (n|f )
75.24%
69.09%
72.04%
75.52%
69.41%
72.33%
TABLE VII
R ECALL , PRECISION AND F1 MEASURE OF THE NAME - FACE ALIGNMENT WHERE THE EM IS AUGMENTED WITH DETERMINISTIC ANNEALING IN THE
L ABELED FACES IN THE W ILD DATASET; γ = 0.02 → 1.0; AT EACH β VALUE .
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phisticated face appearance model than used in [1], clustering
of names and clustering of faces for finding correlations and
initializing the EM algorithm, a modeling of the probability
that a cited name is pictured or a shown face is named, based
on salience, respectively called picturedness and namedness,
a systematic and thorough analysis and evaluation of the
alignment issues on the complete Faces in the Wild dataset.
For picturedness computation we rely on natural language
processing techniques such a noun phrase coreferent resolution
and salience detection as used in text summarization, an
approach which differs from [1]. We proved that integrating
and combining picturedness and namedness in the likelihood
functions improved the correct recognition of the alignments.
In future work, we will extend the work of [12] and compute
name and face alignments in video data, relying solely on
time-stamped descriptions of the video created by fans.
Fig. 7.
The distribution of recall of the face-name alignment of 1000
randomly selected faces in 2000 trials.

genuine names and real faces of 76.12% recall, and up to a
77.21% precision value, where the results are obtained based
on the complete ”Labeled Faces in the Wild” dataset.
Compared to [1] we use a different face detection method.
Although we were not able to replicate the face detection
method of these auhors, we assume that ours compares rather
well, as our initial alignment estimates based on the names and
face clustering and cooccurrence of names and faces already
shows good performance. In addition, we learn a language
model (socalled ”picturedness”) once prior to the alignment
computations. In their language model Berg et al. [1] use
textual cue phrases such as ”left” or ”right” in the context of a
name that signal the presence of a face, which we have ignored
in our models. We think these and other rather domain-specific
cues could improve our results further, but we choose to give
the results for a generic model based on linguistic universals
about salience [30].
This dataset is not optimal to study alignment due to its
bias to one face pictures with few names mentioned in the
text which makes the tasks somewhat easier. The results of the
experiments show how difficult it is to find correct alignments
when the picture (and texts) contains more than two entities.
The number of potential alignments then rises quickly (as seen
in equation (2)). On the other hand, our data set represents
a real situation where photos and text is collected from the
World Wide Web. In contrast to a situation where words
are aligned in sentences of different languages, in a crossmedia setting we cannot rely on ordering of the entities (cf.
word order in sentences) to reduce the number of alignment
hypotheses.
In the stories that picture two or more persons, it is often
the case that less important persons are pictured only once or
twice in the complete data set, which does not help much when
relying on the correlations between names in text and faces
in the accompanying image, when initializing the probabilities
of the likelihood functions, and in consequent iterations of the
EM algorithm.
The main contributions of our work include a more so-

VIII. C ONCLUSION
We have experimented with various generative models for
the co-occurrence of names and faces in captioned news
photographs as found on popular news websites. Instead of
assigning names to the faces appearing in the images, as is
the usual approach in the literature, we have broadened the
problem setting by developing also methods for assigning
faces to the names as well as for evaluating name-face pairs.
Bringing in additional information from the text (picturedness)
or from the image (namedness) further improved the results,
yielding state-of-the-art performance on a large-scale realworld dataset.
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